




















































































































































































































































































































* Receive a file from an established
connection

+ Send a break sequence
+ Terminate the connection.

The Directory menu is invoked by the user
from the main menu. This menu displays
phone number entries from which the user
can initiate an auto-dial sequence.

The Alter menu is invoked from either the
Main or Connection menu. This menu allows
the user to specify or alter data transmission
characteristics, such as the number of bits
per character or the line speed. It also allows
the user to specify the TTY port, dialing
prefix, and file transfer mode.

The Modify menu can be invoked from either
the Connection menu or the Main menu. This
menu allows the user to change the capture
file name. It also allows the user to toggle
some IWS features such as async emulation
mode.

Efficient Operation in a Virtual Memory
Environment

Anthony D. Hooten

The Virtual Machine Environment of AlX

The AIX operating system kernel executes in
a virtual machine maintained by the Virtual
Resource Manager (VRM). The VRM provides
virtual machines with paged virtual memory,
with paging support logically hidden from the
virtual machine. A virtual machine may treat
the memory as if it were physical memory
with highly variable access times. The VRM
supports a large virtual memory, up to 2*° or
one terabyte. The effective addresses
generated by instructions are 32 bits long,
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with the high-order 4 bits selecting a segment
register and the low-order 28 bits providing a
displacement within the segment. The
segment registers contain a 12-bit segment
ID. The 12-bit ID plus the low order 28 bits of
the effective address yield the 40-bit virtual
address. A virtual machine may have many
segments defined. To access one of these
segments, the virtual machine loads a
segment identifier into one of the 16 segment
registers. Segments are private to a virtual
machine unless the virtual machine that
creates the segment explicitly gives other
virtual machines access to that segment. The
16 segment registers represent part of the
context-switching aspect of the multiple-
process model in AlX.

In addition to segments, there are two other
types of virtual memory objects: pages and
bytes. Pages consist of 2048 bytes. A
segment can contain from 1 to 131,072
pages. Protection is available at the page
level. Protection information is stored for
individual pages and then some specifics of
the protection mechanism are selected when
a segment regqister is loaded.

Pages are brought into active storage
(operating system memory) on a demand
basis via page faults. A page fault is a
memory exception caused by a program
trying to reference data that is not currently in
real storage.

Virtual Memory Program Management
Extensions

The AIX kernel has been enhanced to use the
VRM virtual memory services. This section
will discuss three AIX program management
extensions which take advantage of the
advanced virtual memory support. These are
the AIX segment register model, demand

paging of both users and the kernel, and a
process fork enhancement.

Segment Register Model

The segment register model for AIX is as
follows. At any given time, the IDs of up to 16
segments may be loaded into the segment
registers. Each of the 16 segments may be up
to 256 megabytes. Each page in a segment is
individually protected for kernel access and
user access. The AIX kernel occupies
segment register 0. Most of the kernel
segment is page-protected no-access for the
user. A few kernel-segment pages used to
transfer data from the kernel to a user
process are protected read-only for the user.
Each user process is allocated three
segments. Segment register 1 is used for the
user text segment. The text segment is
protected read-only for the user and read-
write for the kernel (so that the kernel can
modify programs being debugged). The user
data segment occupies segment register 2,
and has read-write access. Segment register
3 is used for the user stack. The top of the
stack holds the user “u-block,” which is
protected no-access for the user and read-
write for the kernel. The u-biock is used by
the kernel for process management. The rest
of the stack is protected read-write for both
the user and kernel. Segment registers 4 thru
13 are used for shared-memory segments
and for mapped data files. Shared-memory
segments provide a means for sharing data
among multiple processes. Mapped data files
are described in the following section.
Segment register 14 is used by the VRM to
perform DMA operations. Segment register 15
is used to address the 1/O bus directly.

Demand Paging of Both Users and AIX Kernel
Both the users and the kernel execute in
demand-paged virtual memory. When a user-
process reference to a page results in a page



fault, the VRM notifies the kernel, so that
another process can be dispatched. This
page fault notification results in improved
overall system performance, since process
switching can occur when a process is
waiting for a page fault to be resolved. The
kernel is only preempted when a page fault
occurs on user data. All other page faults
which occur for a kernel process are handled
synchronously, with no preemption of the
kernel process.

Process Fork Enhancement

The AIX “fork™ system call creates a new
process. The new process (child process) is
an exact copy of the calling (parent) process’s
address space. The address space consists
of text, data, and stack segments. Typically,
when executing a new command, the “fork”
system call is followed by an “‘exec” system
call to load and execute the new command in
the new copy of the address space. This
resuits in repiacing the forked address space
with the address space of the new command,
thus undoing much of the work of the fork.

Copying the current process’s address space
is expensive and time-consuming — too
much so to waste, if it is to be subsequently
deleted by the “‘exec” system call. The VRM
“copy segment” SVC creates a new segment,
but delays the actual copying of the data until
one of the sharing processes actually
references the data. Therefore, most of the
data will not have to be copied when an
“exec” system call follows, thus saving the
time and memory required for the copy. The
AIX “fork” system call uses this VRM copy-
segment facility to create the segments of a
new process. This enhancement of ‘‘fork”
reduces wasted effort.

AIX and Mapped Data

Mapped Page Ranges

Simple paging systems usually suffer from
conflicts between file 1/O and paging I/O. For
example, a file device driver may read disk
data into a memory buffer, then the paging
system might write that buffered data out to
disk. Obviously, some coordination is required
between the AIX operating system kernel and
the VRM to prevent this.

Potential duplication of effort also exists with
program loading. A loader may read a
program into memory from the program
library part of the disk, then the paging
system uses another part of the disk to store
the program when it is paged out. Having the
VRM page the program directly from the
program library saves having to explicitly load
programs and also eliminates space wasted
by copying the program out to a page area of
the disk.

Carried to the extreme, only the paging
system wouid need to be able to do physical
1/0. The AIX file system manager could tell
the VRM the mapping between data on the
disk and virtual memory pages, and the
paging system could then perform all the
physical disk 1/O.

The close interaction between the AIX kernel
and the VRM offers several distinct
advantages:

» Reduction in secondary paging space since
many permanent objects, such as program
text libraries, can be paged directly from
their permanent virtual disk location

* Improvement of performance since the
centralized VRM paging supervisor is in a

better position to control disk contention
and paging

« Simplification of the data addressing model.

The VRM supports a means by which AIX can
map the disk blocks of a file to a virtual
memory segment and have physical 1/O
performed by the memory management
component of the VRM. This mechanism is
known as “mapped page ranges.”

The AIX kernel takes advantage of VRM
mapped page range support, and applications
in AIX benefit from this mapped page range
support both implicitly and explicitly.

Mapped Executables

Implicitly, the AIX kernel implements mapped
page range support in the form of mapped
executables. When a program is loaded, or
“execed” in AIX terminology, the AIX kernel
maps the program’s disk biocks to distinct
virtual memory text and data segments. The
AlX kernel performs very little physical 1/O to
load the program. Only the program file
header is “‘read” by the kernel. All remaining
disk 1/O is demand-paged as the program is
executed. This results in a significant
performance increase for large programs,
which without mapped page range support
would have to have been read entirely into
memory, and possibly paged out by the
paging supervisor.

Mapped Data Files

Explicit AIX mapped file support consists of a
system call interface to the data file map
page range facilities. The “‘shmat’’ system
call, with the SHM_MAP flag specified, is used
to map the data file associated with the
specified open file descriptor to the address
space of the calling process. When the file



has been successfully mapped, the segment
start address of the mapped file is returned.
The data file to be mapped must be a regular
file residing on a fixed-disk device. Optional
flags may be supplied with the ‘‘shmat”
system call to specify how the file is to be
mapped. If the flag SHM_RDONLY is
specified, the file is mapped read-only. If the
flag SHM_COPY is specified, the file is
mapped copy-on-write. If neither of the flags
are specified, the file is mapped read-write.
Before a file can be mapped read-write or
copy-on-write, the file must first have been
opened for write access. Before a file can be
mapped read-only, the file must first have
been opened for read and/or write access.

All processes that map the same file read-
only or read-write map to the same virtual
memory segment. This segment remains
mapped until the last process mapping the file
closes it.

All processes that map the same file copy-on-
write map the same copy-on-write segment.
Changes to the copy-on-write segment do not
affect the contents of the file resident in the
file system until an “fsync” system call is
issued for a file descriptor for which copy-on-
write mapping was requested. If a process
requests copy-on-write mapping for a file, and
the copy-on-write segment does not yet exist,
then it is created, and that segment is
maintained for sharing until the last process
attached to it detaches it with a ‘‘close”
system call, at which time the segment is
destroyed. The next request for copy-on-write
mapping for the same file causes a new
segment to be created for the file.

A file descriptor can be used to map the

corresponding file only once. A file may be
multiply-mapped by using multiple file
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descriptors (resulting from multiple “open”
system calis). However, a file can not be
mapped both read-write and copy-on-write by
one or more users at the same time.

When a file is mapped onto a segment, the
file may be referenced directly by accessing
the segment via Load and Store instructions.
The virtual memory paging system
automatically takes care of the physical 1/O.
References beyond the end of the file cause
the file to be extended in increments of the
page size (2K).

Experience with AlIX has demonstrated that
significant performance benefits can be
derived from the judicious use of mapped file
support for data file manipulation. A
significant amount of system overhead is
eliminated by mapping a data file and
accessing it directly via Load and Store
operations, rather than conventional access
via “‘read” and "‘write”’ system calls. “Read”
and “write” system calls are still supported,

even when the file being accessed is mapped.

AIX mapped file support determines whether
or not a file is mapped when a ‘‘read” or
“write” system call is requested for the file,
and accesses the file appropriately if the file
is mapped. An additional level of efficiency
has been found to result from use of the
processor-architecture-specific ‘‘memcpy”’
subroutine in conjunction with mapped file
support. This subroutine takes advantage of
Load Multiple and Store Multiple instructions
to perform fast data movement.

Building a “Production” Operating System
A number of enhancements were needed to
make AIX suitable for the wide variety of
customer environments and applications that
we expected it to support. Generally
speaking, we felt that we needed to give

applications a consistent interface to work to
for virtual terminals and communications
sessions, improve the performance
characteristics of the system, make additions
to its application-development capabilities,
and simplify the amount of development
required to support new devices.

1/0O Management

We restructured the 1/O Management area of
the kernel to make effective user of the
VRM'’s 1/O facilities. Instead of a specialized
device driver for each distinct device, we
created a family of generic device drivers that
are capable of supporting a number of unique
devices of a given class. For example, a
single “async’’ device driver handles async,
RS-232C, and RS-422 interfaces. Truly
device-specific considerations are left to the
VRM device drivers, which can be added or
replaced dynamically without bringing down
the system.

Multiplexing

We added a facility to allow dynamic
extensions to a file system. If the multiplex bit
in the special file inode is on, the last qualifier
of the file name is passed to the character
device driver. The driver looks for the file
outside of the nominal file system. This facility
is used to deal with virtual terminals and
communications sessions as files.

File System
Alan Weaver

The AIX file system takes advantage of the
virtual device interface provided by the VRM.
To improve performance, we increased the
block size of the file system and the buffer
cache to 2048 bytes. To permit AIX to
accommodate an indexed data management



feature and a data base manager, we added
the ability to synchronize the buffer cache
with the fixed disk on a file rather than a file
system basis, added locking facilities, and
incorporated facilities to recover space in
sparse files.

Use of Minidisks

The VRM provides the ability to divide a given
fixed disk into a number of minidisks. This
permits the separation of file systems for
different purposes onto different virtual
devices.

AIX will let a user make 1 to “'n” file systems
on a physical disk, where ‘n”” depends on the
size of each file system and of the disk
device. Each file system is built in a separate
VRM minidisk.

AlIX uses 512-byte blocks for diskette file
systems and 2048-byte blocks for disk file
systems. With the iarger block size the
number of interrupts to be handled is
reduced, resulting in faster effective transfer
of data to real memory.

The space on each minidisk that contains a
file system is divided into a number of 2K-
byte blocks, logically addressed from 0 up to
a limit that depends on the size of the
minidisk. A corresponding cache of 2K-byte
buffers is used to reduce re-reading of
blocks.

Buffer Cache Synchronization

Cache buffers are normally only written to
permanent storage before the buffer is used
again or with the “sync’ system call. AIX has,
in addition, the “fsync’ system call that works
on an open-file basis to force the modified
data in the cache buffer to permanent storage
and does not return until all of the buffers
have been successfully written. This gives the

user more control over the data on the disk
and permits an application such as Data
Management Services to force writing of only
those buffers that really need to be flushed.

Dynamic Space Management

AIX has two system calls to recover space
within once-sparse files. The calls are
“fclear” and “ftruncate.”

« fclear — zeroes a number of bytes starting
at the current file position. The seek pointer
is advanced by the number of bytes. This
function is different from the write operation
in that it returns full blocks of binary zeroes
to the file by constructing holes and
returning the recovered blocks to the free
list of the file system.

« ftruncate — removes the data beyond the
byte count in a file. The blocks that are
freed are returned to the free list of the file
system.

File/Record-Level Locking

AIX file and record level locking extensions
allow an individual file to be locked in either
an advisory or enforced form. The advisory
lock notifies the caller of ‘lockf’ if the
requested region of the file is locked.
Enforced lock protects the locked region from
access by readers and writers even if they
have no knowledge of the locking facility. If
the object being locked is a directory or a
special file, only advisory locks can be
obtained.

Records may be of any length ranging from
one to the maximum of the file size. The data
for a locked record does not need to exist in
order to obtain a lock on the record. Locks
may be applied beyond the current end-of-file
or over an area that has not been written
(sparse file regions).

Process/Program Management
Deb Blakely, Carolyn Jones, Conrad Minshall

Signals Enhancements

In addition to the standard set of System V
signals, AIX provides an enhanced signal
facility. This facility allows a program to mask
and block each type of signal while it is
executing. If a signal is received while it is
blocked, it is queued up and handled after
that signal type is released. However, only
one of each type of signal will be queued.
Except for the SIGCLD signal, all subsequent
signals of the same type will be ignored. All
SIGCLD’s will be queued and processed. Up
to 32 different signals are supported by the
enhanced signals package, but only those
defined in file finclude/sys/signal.h can be
used. These are the same signals used by the
standard facility. The following are brief
descriptions of the system calls that make up
the enhanced signal facility:

sigblock Adds specific signals to the list
of signals currently being
blocked from delivery.

sigsetmask Sets the signal mask (the set of

signals to be blocked from

delivery) to a specified value.
sigpause  Sets the signal mask to a new
value, pauses until a signal not
blocked by the mask is received,
and restores the signal mask to
its original value.

Allows users to define an
alternate stack to be used for
signal handling or get the state
of the current signal stack.

sigstack
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sigvec Allows users to specify how a
specific signal is to be handled.
The user can specify whether
the signal should be blocked,
ignored, or processed by a
handler routine, and whether the
signal should be processed on
the current stack or a special
stack.

execve Starts a new program in the
current process, resets all
signals that are being caught by
the original program to terminate
the new program, resets the
signal stack state, and leaves the
signal mask untouched.

Buffer Bypass Variations

“Buffer Bypass’ is a form of disk /O which,
like raw 1/O and mapped files, bypasses the
kernel's buffer cache, transferring data
directly between the VRM disk device driver
and AIX user processes. This offers direct
and indirect performance gains when it is
unlikely that the data will soon be re-
accessed. The direct gain is the lack of a
memory-to-memory copy of the data. The
(more substantial) indirect gain is the
generally improved cache hit ratio which
results from not replacing useful cache blocks
with data that is unlikely to be reused.

The implementation of buffer bypass is not
device-specific. Requests are in terms of a
file offset and a count, unlike raw 1/0O
requests, which are in terms of contiguous
physical blocks. Within the rdwri loop we
detect when we need all of a block and (if
buffer bypass has been requested) we call an
asynchronous block 1/O routine which
bypasses the buffer cache. After exiting the
loop, we wait on all outstanding
asynchronous operations. A separate pool of
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buffer headers, pointing into user space
instead of kernel buffers, maintains state
information, allowing process switch. A given
call into rdwri will end up allocating a ring of
these buffer headers, one of which is a ring
header. The parallel asynchronous operations
permit the VRM disk driver to schedule for
minimum arm movement and helps lower the
interblock overhead, so that physically
adjacent blocks can be read without waiting
an entire rotation.

Buffer bypass has not been made available
above the kernel. In a virtual memory
environment, we consider mapped files
superior. For small transient processes that
reference all or nearly all of their pages,
buffer bypass may have a performance
advantage. But how smali is “small” and how
transient is “transient?” That is, where is the
breakeven point and how is it dependent on
current memory load? In the presence of
these unresolved questions, it was decided to
use mapped files wherever possible — buffer
bypass has been limited to use by the exec
system call for programs whose segment
alignment disallows mapped execution (i.e..
for programs linked without the — K option).

IPC Queue Extensions

System V interprocess (IPC) message
services have been extended to give more
information when receiving IPC messages.
The new function call is “msgxrev’”’.

The msgxrcv function returns an extended
message structure that contains the time the
message was sent, the effective user ID and
group ID of the sender, the node ID of the
sender or zero if the sender was on the local
node, and the process ID of the sender.

The IPC design model has been changed
from that of queue = file and message =

record to that of queue = directory and
message = file. This means that the same
kind of information found on a file can be
found on an IPC message: user ID, group ID,
time, etc.

Applications and servers can use the
additional information found in the extended
IPC message structure to check permissions
and send time. Servers can now validate
requests based on the information in the
extended IPC structure, rather than starting
new processes that take on the properties of
the program being served. The timestamp can
be used to make sure the message is not an
old one or to perform other tasks based on
time priority.

Terminal Support
Rudy Chukran

AIX terminal support is tailored to work in the
VRM environment, where terminals are virtual
constructs rather than real devices. It permits
applications to use muitiple virtual terminals
and to access their virtual terminals in either
extended ASCH mode or in “monitored”’
mode.

Console Support

In order to take advantage of the unique
functions provided by the Virtual Terminal
Manager subsystem of the VRM, a console
device driver was created and modeled on
the RS232 terminal device driver (ity). This
new device driver is referred to as the HFT
device driver. it provides support for a
console consisting of a keyboard, mouse or
tablet, speaker, and up to four dispiays.

Muttiple Virtual Terminals
Some device semantics were established to
allow programs to create new virtual terminals



and access existing ones. If a program
wishes to create a new virtual terminal, the
open system call is issued on the device
/dev/hft. That special file is designated as
multiplexed by setting the “‘multiplex’ bit in
the inode. If an existing virtual terminal is
desired, the program opens the device /dev/
hft/n, where n is the character representation
of a decimal number. This number is referred
to as the channel number, which may also be
interrogated by issuing an ioctl system call on
the file descriptor in question.

If a program needs to know about and control
activity on all the virtual terminals associated
with the console, it opens the device
/dev/hft/mgr. This gives the program access
to the screen manager component of the
VTM subsystem. The program may now
query the state of all the virtual terminals,
activate any terminal, or hide any terminal by
issuing an ioctl.

Extended ASCIl Mode

The default mode for a virtual terminal
simulates an enhanced version of the
standard ASCII terminal. It permits programs
built for that interface to run with minimal
change. It also permits new versions of such
programs to access the sound and mouse
functions.

Monitored Mode

In order for a program to operate a bit-
mapped display in bit mode, the program
deals directly with the hardware display
adapter by storing to the memory-mapped I/O
bus. This is done for reasons of speed. Some
rules were established which are to be
followed for programs which operate a
display in bit mode and still allow other
programs to operate using other virtual
terminals.

Since the hardware protects the 1/O bus from
access by user programs, a program must
request bus access by opening the /dev/bus
special file. This open sets the bits in the
control register which disable bus access
protection. This control register is saved and
restored for every process dispatch, thus
maintaining security of the bus from
unauthorized programs.

Next, the program puts the terminal into
monitored mode with a control in the output
stream. The control may optionally specify
that key data be entered directly into a user
buffer, thus bypassing clist processing.
Otherwise, key data is read through the
standard read system call.

The program next does an ioctl to set the
signaling protocol. Since other virtual
terminals may be activated at any time via the
Next Window key, a program operating in
monitored mode must reiinquish the dispiay
hardware to the operating system upon
request. This request mechanism is done with
signals. When the program is ready to begin
display activity, it issues a Screen Request
control in the output stream. When the
system determines the display is available, it
sends the program a signal denoting display
availability. The program can now change the
hardware settings without interference from
the system. When the Next Window key is
pressed, the system sends the program a
signal to relinquish the display. The program
now has a fixed length of time to output a
Screen Release control, which signifies that
the program has saved whatever states need
to be saved. If the program does not respond
with a Screen Release, all processes in the
tty group are sent the SIGKILL signal.

The program is now ready to access the
display. The hardware registers and refresh
memory are stored into by dereferencing a
pointer which contains the appropriate
address in the 1/O space. When the program
is permanently finished with the display, it
would reverse the steps just described, thus
leaving the virtual terminal in the same state
as when the program began.

Even though operating a terminal in
monitored mode is complex, the speed of
direct hardware access is attained, and the
protected environment of a multiuser system
is preserved.

Printer Support
Jim Chen, Larry Henson

Device Driver

The printer device driver provides the
interface to the VRM from the kernel
environment. Up to eight concurrent printers
(/dev/Ip0 through /dev/Ip7) are supported.
Enhancements have been made to provide
better error recovery procedures. Errors, as
they are discovered, are returned to the
application environment only if the application
requests that they be returned. A new set of
ioctls has been defined to allow printer
control from the application. LPRVRMG and
LPRVRMS get and set the VRM define device
structure associated with a printer. This
configuration information and error status
allow the user to control the error processing
and printer setup. LPRUGES returns the AIX
device driver’s view of the error situation.
After the error has been determined,
LPRUFLS allows currently queued buffers to
be flushed. LPRURES will tell the VRM to
resume printing the job. LPRGMOD and
LPRSMOD get and set the synchronous vs
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asynchronous printing modes and the option
to be signalled when an error occurs.

Printer performance has often been a
problem when high speed printers were used.
The device driver now supports both
synchronous and asynchronous write system
calls. The device driver returns immediately
after an asynchronous write is queued. A
synchronous call returns after the write is
finished. Where feasible, buffers are output
without making a copy. Each of these
functions is performed for both serial and
parallel printers.

Previously, serial printers have been run
through the tty device driver. Since tty is
optimized for terminals, getting the right
function for printers has been difficult. By
adding serial printer support to the printer
driver, the full performance and error
recovery enhancements can be utilized. loctls
LPRGETA and LPRSETA allow the baud rate,
character size, parity, and number of stop bits
to be queried and set. The spip(1) command
has been extended to do a stty-like setting of
these options.

Replaceable/Addable Backends

The print command allows user access to the
queuing environment (see Figure 1). Multiple
queues per printer allow the same printer to
be used for different job types. Multiple
printers per queue can keep the output
flowing in case one printer is unusable. The
gdaemon provides background control of the
queues. Started up by the gdaemon,
backends do the work of getting the data to
the device drivers.

The user should not have to know the details
of how each printer works. By providing a
more general printer-support structure, we
made it easier for the user to install and use
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Applications/users

Y
Print (Command) gconfig
file
\
V '—> qdaemon
- Y
print queue

Backend formatter

[etc/printer
Y

Printer device
driver

Figure 1  Print Subsystem Structure

one of the new IBM printers without knowing
the details of how it works. When the system
is set up, the customer describes the printers
that are to be used, including such factors as
paper size and default print quality. If one-
time changes are required, a command line
parameter will override the configuration
already set up for a single job. These
configuration options allow printers to be set
up for different types of jobs. Thus, existing
applications will work on the new printers
without changing the application. The ability
to add new printers in a transparent way
simplifies change-over requirements.

A multiple queueing environment provides for
using several printers concurrently.
Replaceable backends for different printers
associated with a queue allow the print
subsystem to function as needed in different
situations. We have provided a backend to
support appropriate IBM printers. Error

messages are routed back to the user for
both fatal errors and intervention conditions.
After the intervention condition is corrected,
printing resumes automatically. A generic data
stream will print on any of the supported
printers. Applications are simplified by having
to deal with a single printer type. Formatting
for the specified margins, justification, and
image graphics support help the user to get
the output needed.

How can a user attach a printer that is not
supported by the IBM backend? If the printer
uses the 5152 data stream, that printer can
be configured to run through the IBM
backend. If the data stream is like 5152 with
extensions, the relevant functions can be
defined as being on the printer and used as
desired. If a dissimilar printer is desired, the
user can write his own backend to be used
with his printer. This user-written backend can
still be used concurrently with the IBM
backend.

Extended Character Set

The use of the 7-bit ASCIl code definition in
8-bit-byte machines has created some
probiems. For simplicity, most appiications
have adhered to the 7-bit standard when
writing portable code. While avoiding the
problem of how to use the 8th bit, it allowed
applications to use that bit for whatever
purpose they wished. This “usable” 8th bit
solved many a sticky problem for applications
that needed *‘tricks’’ in their data stream, but
it also created a portability probiem between
applications. Applications that did not use a
pure 7-bit data stream could not understand
applications that had polluted their data
stream with a different 8-bit variation.

With the advent of the IBM PC, many new
programs have been written to conform to the
PC code page mapping. This mapping uses



the 8th bit to map graphics for code points
from 128 to 255. This extension has allowed
programmers to print and display many
scientific and international graphics not
previously available to them within the
definition of 7-bit ASCII codes. We considered
it important to establish a code set definition
that could support applications from both
worlds. AlIX display and printer support for
8-bit codes was implemented to help meld PC
applications into the world of AlX. The 8-bit
support is compatible with 7-bit ASCII
applications and provides an additional
degree of commonality with a large number of
PC applications and files.

While the 8-bit extension is useful in
integrating PC applications, there still exists a
large problem in representing all the graphics
needed for scientific and non-U.S.
applications. Over the years, we have
identified and documented most of the
character-graphics requirements for scientific
and international applications. These
character graphics have been organized and
standardized across IBM. Each code page is
a set of 256 graphics, usually grouped by
countries (e.g., UK English, France, Germany,
Spain) or major application (e.g., PC or
Teletext). These code pages, if handled
independently, represent thousands of
characters and graphics. However, there are
many redundant characters and graphics
(mainly alpha-numeric and punctuation
characters). This presents a sizable problem
for applications to store and process these
character mappings to provide extended
support for scientific and international
symbols.

To aid programmers in dealing with this
problem, the AIX system provides a canonical
mapping of the most widely used IBM code
pages required by scientific and international

applications. The display and printer
subsystems provide controls for accessing
these code points. Data stream controls
provide switching to one of three code pages.
These code pages are designated: PO, P1,
and P2.

The base code page, PO, is based on the IBM
PC display font with the exception that the
first 32 code positions contain controls
instead of graphic characters (which were
moved into P1). This base code page allows
most applications PC compatibility without
any changes. In order to access graphics on
code pages P1 or P2, application programs
need to imbed switching controls for the
printer or display in the output data stream.
The application program also needs to use
switching controls to return to the original
code page. Each entry in a code page can be
selected by its 8-bit offset value in the code
page. For displays, the 8-bit offset is added to
a code page offset value in order to access a
particular code point. For printers, once a
code page has been selected by an ASCII
escape sequence, 8-bit code point offsets
select graphics in the active code page.

The extended graphic characters defined in
PO, P1, and P2 fulfill the major support
requirements for the US, Europe, Teletext,
and scientific symbols.

Floating Point Support
Richard Eveland

The RT PC system provides enhanced
services for floating point arithmetic. These
services are disigned to support the

Institute of Electrical and Electronic
Engineers’ (IEEE) new standard for Binary
Floating Point Arithmetic (754). The floating
point package is utilized by the C, FORTRAN,

and Pascal compilers for all floating point
operations. Floating point operations can be
further enhanced with the addition of the
hardware Floating Point Accelerator
feature.[1]

The compilers perform floating point
operations by making subroutine calls to the
set of floating point routines located in the
kernel’s segment 0. The interface to these
routines is via a vector of entry points at a
fixed location in memory. Although these
routines are part of the kernel, they are
executed in user mode to avoid the overhead
of a system call. This area of the kernel is
read-only protected by the page protect
mechanism to prevent modification by user
programs.

The floating point routines provide an
environment of six floating point registers,
with a status register that controls exception
and rounding modes. The floating point
registers may contain either a single-precision
or a double-precision floating point number.
Basic operations are in a two-address
(source-destination) form, allowing either
register-register or immediate-register
operations. A no-result flag allows a routine
to return to the caller without bringing the
result out of the destination register and
returning it to the caller. This allows the
ROMP processor to continue executing
instructions in parallel with the Floating Point
Accelerator. The Accelerator can be given a
second operation to perform before the first
is complete, e.g., an Add followed by a
Multiply, further increasing throughput.

The Floating Point Accelerator has 32 sets of
floating point registers available for user
processes. These are allocated to a process
by the kernel only if the process actualily
performs a floating point operation. This way
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the user program does not have to
specifically ask for a hardware register set.
When there is no Accelerator, floating point
subroutines emulate the floating point
registers in a reserved area on the user’s
stack.

The kernel provides two sets of floating point
routines: one set that implements the
functions entirely in software and another set
that utilizes the Floating Point Accelerator
hardware for most of the floating point
operations. The kernel installs pointers to the
appropriate set of routines into the vector of
entry points at machine initialization time.
Thus programs using this interface will
automatically use the Floating Point
Accelerator card when it is present, but will
use the software emulation subroutines when
there is no card. Programs compiled to use
this ‘‘compatible” mode have the ability to run
on any machine, regardless of whether or not
the Accelerator option is present.

Although the presence of the Floating Point
Accelerator will significantly speed up the
floating point operations in user programs
compiled in “‘compatible” mode, the maximum
benefit is achieved by compiling the program
to drive the Floating Point Accelerator directly
with in-line code. For C and FORTRAN
programs this may be done by compiling the
program with the *‘direct”” option (—f). This
results in maximum speed for floating point
operations by avoiding the subroutine
interface for most floating point operations.
However, the Floating Point Accelerator card
must be present for these programs to run.
Direct mode versions of the C and math
libraries are provided to be linked with user
programs compiled this way.

The Floating Point Accelerator’s hardware
floating point unit, the NS32081, does not
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implement all of the functions required by the
IEEE floating point standard, e.g., handling
denormal operands. When such an event
occurs, the hardware causes a Program
Check interrupt which is handled by software
emulation routines in the VRM. The VRM
routines put the correct result back on the
card so that the event is transparent to the
running program.

Reliability/Availability/Serviceability (RAS)
Ellen Stokes

The IBM RT PC system RAS support is
designed to provide a coherent and
consistent set of error detection and
correction schemes. Wherever possible,
functions and components are self-diagnosing
and correcting; that is:

» Error messages with clear unambiguous
meaning are generated.

« Formatted error logs are automatically
generated.

« Error analysis routines support software
and hardware problem determination.

A primary objective of the RT PC system RAS
support is to provide problem determination
and correction for the customer, for a
customer service vendor, or for IBM at the
request of the customer. As such, the system
must be reliable in all respects, but in the
event that there is a failure, the system must
be easily and quickly diagnosed and
recovered. Note that “‘the system” is defined
as that portion of the system which is IBM
developed and/or controlled.

One of the major challenges of the AIX RAS
design was to provide a consistent set of
user interfaces and information across all
components — VRM, kernel, and
applications.

AlX error messages emphasize problem
resolution. The user should be able to
diagnose any ‘‘non-catastrophic’ problem
without resorting to offline documentation.
“Catastrophic”’ may be defined as any
problem for which there is no visible means
of doing problem determination with the
online facilities (e.g., system fails to IPL) and
which results in the user being unable to
continue the work session. Problem
determination may be approached in several
ways in the IBM RT PC environment, but the
essence of problem determination is to give
the user the necessary information for
problem correction at the highest possible
level within the system. The user will generally
be able to rely on a single message for the
information required to manage a function to
successful completion. If the level of user
sophistication or problem complexity requires
the exposition of additional information, a
help file can be displayed by the user if one
exists. if additional information is required by
the user, diagnostic tools are available in
IBM-supported LPPs which provide detailed
execution time flow and error analysis. Dump
process execution may be initiated by the
user to view the state of the system at the
time a repeatable error occurs.

The following sections describe the various
problem determination facilities in the RT PC
system.

Trace

The trace function is intended to provide a
tool for general system/application debug and
system performance analysis. Trace monitors



the occurrence of selected events in the
system. Important data specific to each of
these events is recorded on disk. When the
user needs to view this data, a trace report
program formats the trace data in an
intelligible form. The report program sorts the
disk file by date and time, providing a
chronology of the system’s behavior. The
trace function may be started either by the
user or by an application.

The user has two commands for controlling
the operation of trace: start and stop. When
starting trace, the user should specify a
profile. This profile is an AIX file that contains
a list of all the classes of events the user has
selected to trace, listed by event type with a
descriptive label. Any number of trace profiles
may exist in the file system. There is a default
profile in /etcftrcprofile. This default profile is
used if no profile is specified when trace is
invoked. However, it is advantageous for the
user to tailor a profile to his own needs.

The trace function takes additional
information about the trace session from the
RAS configuration file /etc/rasconf. This file
contains configuration data for all RAS
functions. The entry for trace includes the file
name where trace data is to be stored
(default fusr/adm/ras/trcfile), the maximum
size of the file name (default 80 blocks), and
the trace buffer size (default 2 blocks).

Trace can operate at all levels of the system:
below the VMI, in the kernel, and at the
application level.

Below the VM, trace functions are handled
by the VRM trace collector and process. The
trace process is initiated by a Send_Command
SVC (trace on) which sets up the trace
environment and starts the process. The VRM
trace collector receives trace information from

the trace points in the VRM and double
buffers them. When a buffer reaches a
threshold number of entries, the VRM trace
collector notifies the VRM trace process and
the VRM trace process sends that buffer to
the trace application to be written to the trace
file. The trace process is terminated by a
Send_Command SVC (trace off).

In AIX, the kernel trace device driver is the
central control point for trace functions. This
trace device driver /dev/trace has three minor
devices which correspond to the three levels
of the system’s software. The application data
is handled by /dev/trace, kernel data by
/dev/unixtrace, and VRM data by /dev/
vrmtrace. The trace device driver controls the
allocation of buffers to collect all trace data
and handles the reading and writing of the
data in the buffers. It also issues the
Send_Command SVC which initiates trace in
the VRM. The trace device driver has an
interrupt handler which receives the interrupt
from the VRM trace process indicating that a
VRM trace buffer has reached its threshold
and needs to be emptied. AIX kernel entries
are written to the AIX trace minor device
/dev/unixtrace by the trsave macro.

On the application level, the trace daemon is
the primary process for trace activity. The
process issues the ioctl command which sets
the trace points “on” in the application,
kernel, and VRM according to the
specification in the selected trace profile. It
also forks two child processes (as needed)
which gather trace entries from the VRM and
kernel trace buffers and write them to the
trace log file. The parent trace daemon reads
the application-level buffer. For both AIX
extensions and applications, trace entries are
collected by the AIX trace collector, which is
an AIX run-time routine. The AlX trace
collector writes these entries directly to the

application trace minor device
(/dev/appltrace).

The trace stop command (trcstop) terminates
tracing by sending software termination
signals to the active trace daemons.

Trace data is formatted and displayed in a
readable format with the trcrpt command.
Because each record is time-stamped, the
trace log file is sorted chronologically and
then formatted according to the data saved
by the trace point which generated it. The
trace report generator is driven by an external
table of trace format templates which are
found in the file Jetc/trcfmt. These templates
describe the data layout of the trace data
from each individual trace point. The template
file may be modified by invoking the trcupdate
command to include trace points in newly
installed programs or in third-party programs.
To improve readability and information
content of the report, the template file alsc
allows for substitution of meaningful
mnemonics for trace points, predefined data
values, etc.

Dump

The IBM RT PC system provides a system
level dump capability to enhance the user’s
ability to do problem determination and
resolution. In the IBM RT PC, a “DUMP”
environment may be characterized in several
ways:

+« The VRM or virtual machine ceases
execution.
+ The VRM or virtual machine abends.

These failures may occur in an application,
the base operating system, or the VRM.

When a failure occurs, the user may choose
to initiate a dump. The user presses a dump
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key sequence: CTL-ALT-NUMPADS for a
VRM dump. The target for a virtual machine
dump is the dump minidisk (allocated at AIX
install time) and the data placed on that dump
minidisk is defined by UNIX System V. The
target for a VRM dump is a high-capacity
diskette.

The VRM dump program is permanently
resident in memory. It has its own diskette
device driver. 1t is self-contained and does not
depend on any VRM resources. The dump
program is intelligent; it does not dump all of
real or virtual memory. The first 32K of real
memory, NVRAM, tables, control blocks, page
0 of virtual machines, error log entries, etc.,
are dumped. Each component (other than
base VRM) that resides below the VMI can
identify to the dump program the location of
its dump table — a table containing relevant
control structure addresses of data to be
placed on the dump diskette. This
identification is normally made at device
initialization time, but can be updated at any
time. The dump program does not pick up
any dynamic structures from components
other than the base VRM unless the structure
is defined in the component dump table.

The VRM dump formatter utility, invoked with
the command dumpfmt, presents the dump
information by name and hexadecimal
representation with ASCII interpretation. The
header information for a dump consists of a
concise set of data defining the nature of the
dump, such as failing module name and
failure address. This header information
becomes part of the customer information
provided to the IBM service personnel for
problem resolution. The dump formatter can
be run interactively or in batch mode.
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Error Log

The error log function is intended to provide a
tool for problem determination of hardware
and some software errors. Data specific to a
problem or potential problem and certain
informational data (e.g., IPL/shutdown time) is
recorded on disk. When the user needs to
view this data, an error report program
formats the error log data in an intelligible
form. The report program sorts the disk file
by date and time, providing a chronology of
the system’s behavior. The error log function
can be started by superuser, but is generally
started by /etc/rc.

The user has two commands for controlling
the operation of error log: start and stop.
Error logging is generally started by /etc/rc by
invoking the executable file fusr/lib/errdemon.
This error daemon process is the focal point
for gathering error records. The error log file
specified in fetc/rasconf is implicitly two files
with extension .0 and .1. When the .0 file is
full, the .1 is written; when the .1 file is full,
the .0 file is then overwritten. This allows a
quasi-circular file to be kept with minimum
data loss. Any data that cannot be written to
the log file (e.g., disk adapter failure) is
written to NVRAM. Likewise, at error daemon
invocation, NVRAM is emptied and the data
written to the log file. Data in NVRAM is in an
abbreviated form because there are only 16
bytes available for error logging. But those 16
bytes are mapped to provide all types of error
entries. Error logging can be stopped with the
errstop command. It issues a software
termination signal which is caught by the
error daemon. Error logging is normally
implicitly stopped at shutdown.

The error log function takes additional
information about error logging from the RAS
configuration file /etc/rasconf. This file

contains configuration data for all RAS
functions. The entry for error logging includes
the file name where error log data is to be
stored (default fusr/adm/ras/errfile) and the
maximum size of the file name (default 100
blocks).

Error logging “‘on”” means that all errors
reported are recorded on a disk file. When
error logging is “‘off,” errors are kept in
memory buffers but are never recorded on a
disk file.

Error logging can operate at all levels of the
system: below the VMI, in AIX, and at the
application level.

Below the VMI, error log collection is handled
by the VRM error log collector and process.
The error log process is initiated by a
Send_.Command SVC (error log on) which sets
up the error logging environment and starts
the process. The VRM error log collector
receives error information from the VRM and
its components. The VRM error log collector
notifies the VRM error log process and the
VRM error log process sends that error entry
tc AlX to be written to the error log file. The
error log process is terminated by a
Send_Command SVC (error log off).

In AIX, the kernel error log device driver is the
central control point for error log functions.
The error log device driver controls the
allocation of buffers to collect all error data
and handles the reading and writing of the
data in the buffers. It also issues the
Send_.Command SVC which initiates error
logging in the VRM. The error log device
driver has an interrupt handler which receives
the interrupt from the VRM error log process
indicating that a VRM error entry has been
generated and needs to be written to disk.



AlX kernel error log entries are written to the
AIX error log device (/dev/error) by the
errsave macro.

For both AIX extensions and applications,
error log entries are collected by the AIX error
log collector which is an AIX run-time routine.
The AIX error log collector writes these
entries directly to the error log device
(/dev/error).

Error log data is formatted and displayed in a
readable format with the errpt command.
Because each record is time-stamped, the
error log file is sorted chronologically and
then formatted according to the data saved
by the component which generated it. The
error log report generator is driven by an
external table of error log format templates
which are found in the file /etc/errfmt. These
templates describe the data layout of the
error log data from each individual entry. The
template file can be modified by invoking the
errupdate command to include classes of
errors in newly installed programs or in third-
party programs. To improve readability and
information content of the report, the template
file also allows for substitution of meaningful
mnemonics for classes of errors, predefined
data values, etc.

Error log entries are divided into classes
(hardware, software, IPL/shutdown, general
system, and user-defined). Each class is
optionally divided into subclasses, and each
subclass is optionally divided into masks.
Because the error log file may become very
large, the user can qualify what is to be
included in his error report. The user can
specify a time span, a combination of
classes/subclasses/masks, error entries
desired from a particular virtual machine, or
error entries desired from a particular node.
The default report is a summary report that

contains a one-line entry for each error
formatted. Optionally, the user can request a
detailed report which includes the one-line
summary plus the data associated with that
entry.

For each hardware entry in the error report,
an analysis of the error is appended. This
specifies the probable cause, the error, what
hardware pieces to suspect as bad, a list of
activities the user could perform for further
isolation, and a service request number. This
analysis is based solely on that error entry.

Update

Updates for software products on the RT PC
are packaged together on the same diskette.
A new ‘‘update’” command provides a menu
interface to applying these updates. When an
update diskette is received, the user can
“apply,” on a trial basis, the updates for one
or more of the software products that are
already instailed on the system. The user can
then test the updated programs to ensure
that they still function correctly in that
environment. If the updates have caused a
regression, the user can run the update
command to “‘reject” (back out) the update.
Otherwise, the user issues the update
command to “‘commit” the update as the new
base level of the program.

Conclusion

We believe that we have successfully made
AIX into an operating system that can be
used without detailed knowledge of its
internal structure. It takes advantage of the
functions of the Virtual Resource Manager to
exploit the capabilities of the RT PC
hardware. It provides us with a general base
on which to provide support for additional
devices, applications, and communications
features without massive re-coding or user
inconvenience.
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Extendable High-Level AIX User Interface

Tom Murphy and Dick Verburg

Introduction

Including the UNIX kernel and command
language in the AIX operating system
presented us with both an advantage and a
problem. The command language came
complete with a wide range of functions
already implemented. However, the large
number of functions was a problem for the
new user. The names of the functions were
frequently less than mnemonic, and there was
little uniformity in the invocation syntax for the
various commands. Some accepted keyword
parameters, some used letter codes. Some
took their input from ‘standard-input’, others
accepted an input file name as part of their
invocation sequence. In short, the system
was designed for a programmer familiar with
the variety of commands and functions, rather
than for an inexperienced or casual user.

Objectives

The objective of the Usability program was to
provide an alternative interface to the
operating system. This interface was to be
oriented toward the user who was unfamiliar
with the details of the operating system. It
was to be available to users on all terminals,
those attached using the async interface as
well as the system console. It was, however,
not to require creation of new commands to
provide function already provided in the
operating system by existing commands.
Finally, while a particular subset of the
operating system commands was defined for
the initial implementation, the system was to
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be flexible enough to accommodate additions
in the future without major rework to the
programs in the Usability program.

Usability Definition

The definition of the Usability program was,
naturally, heavily influenced by the choice of
the user interface to be provided. The
interface chosen was to be a full screen
interface on any of the terminals supported by
the system. The primary operator action was
to be a point-and-pick interface in which a
selection was to be made from those
presented on the screen. When additional
information was needed (beyond simple
selection) the user was to be presented with
an overlaying window prompting for the
required information. In addition, extensive
‘help’ information was to be available to the
user at most times. (More information on the
design and rationale for the user interface
itself is contained in the paper by Kilpatrick
and Greene[1].)

Two primary applications, as seen by the
user, were defined as part of the Usability
package. First was an action-oriented Tools
program. In this application the user is first
presented with a choice of actions to be
performed (e.g., print, copy, compile). After
selecting one of the presented actions, if
additional parameters or ‘object’
specifications are required, the user is
presented with an appropriate ‘pop-down’
where the appropriate objects (usually files)

can be specified. Second was an object-
oriented Files program. In this application the
user is first presented with a set of objects
(files in the current directory). When one or
more objects are selected, the user can then
specify an action to be performed on the
object(s).

To support these (and other) applications, two
additional components were defined as
service packages. First, a dialog manager
was defined to provide the tools needed by
applications to define and display successive
user-interface screens. Finally, libcur (an
adaptation of an existing UNIX routine
package) and terminfo were selected to
provide control of the screen appearance and
supply an interface that masked specific
terminal device requirements.

Implementation

While the components of the Usability
programs were defined and developed
independently, they share several attributes
that can be seen when they are examined
closely.

Files Program

This application presents the user with a list
of the files in the current directory. While
there are options to limit the set of files
presented, to sort the list, or to select other
segments of the directory tree for display, the
primary operator action is to select the file to
be acted on. When a selection has been
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made, the operator is presented with a choice
of actions that apply to the chosen file. The
determination of what actions are valid for a
particular file is based on its file type and
controlled by a file-type description that
resides in a shared data area outside of the
Files program.

The determination of the file type is based on
the suffix that is part of the file’'s name. A
table of information is maintained that relates
the suffix to the set of actions that are valid
for files. For each file type there may be a
special print program, compiler, editor,
interpreter, etc. For any of these entries the
specification may be either empty, indicating
that the option is not valid for that file type, or
may contain the name of the program that
provides the support for the function. For
example, for most files the editor specified is
ed, while for object programs no editor is
specified.

The description of a file type is carried
outside the Files program. This provides a
mechanism to modify file types without
modification of the Files program itself. New
file types can be added in the system simply
by adding a description for the new file type
(an interactive program makes this addition
easy). The main Files program does not
require modification unless new classes of
actions are added (in addition to print, edit,
compile, etc).

Tools Program

This application presents the operator with
lists of actions that can be invoked. The lists
of actions available are grouped into sets of
related actions. The first list presented is the
list of available groups. After selection of a
group, the commands/actions that are part of
that group are presented. Selection of a
particular action generally will result in a
request for additional information to allow the
operator to specify the object to be acted on.

The lists of commands are described in files
that are stored on disk, outside the code for

the application. The name of the commands
or command groups, the descriptive
information presented to the user, and the
names of other files associated with the
commands are stored in these files. With this
information stored outside the application,
additional commands and command groups
can easily be added to the application by
simply changing the files, rather than by
modifying the Tools program itself.

Dialog Manager

The dialog manager provides application
control and services to support the
processing of interactive dialogs. Dialogs are
named sets of field or record descriptors
which can be presented within named screen
areas. The dialog manager monitors operator
input and performs conditional processing
based on that input as specified by the dialog.

Dialog definitions were designed to minimize
the discrete number of times an application
needed to be directly involved with screen
output and operator input. Dialog definitions
include information that allows the dialog
manager to direct the flow of control from
one screen panel to another based on the
operator’s actions.

Selectable fields, called buttons, can be
defined within a dialog as can the actions to
be performed when a button is selected.
Dialog actions include panel-to-panel
transition, presentation of a new object,
assignment of a value to a named variable,
removal of a panel, saving and restoring the
dialog state, selection or de-selection of
another button, return to the application, and
linking to a user exit.
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User exits are application routines to be
called by the dialog manager as specified in
the dialog definition. These routines are
usually invoked to perform application-specific
tasks, for example, getting a new list of files.
The dialog manager can be called recursively
from within user exits.

Help text appropriate for the context of the
dialog can also be referenced from within the
dialog. This help text is accessed using the
system help facility to provide for flexibility
and translation, again without modification to
the programs using the dialogs.

Data entry is supported by character and
numeric fields, required entry fields, user
exits, and a “‘blanks not allowed” option.
Multi-line input fields are also supported.
Default values can be constant text, named
variables, or combinations of either. Operator
entered data is stored into named variables
as specified in the dialog definition.

Applications can create, update and delete
named variables. These variables can be local
to a single process or shared at the activity,
user, or system level. Shared variables can
be used independent of dialog applications.

Note again, that the dialog is stored in a file
outside both the application and the dialog
manager. The dialogs may be changed
significantly without requiring any
modification, compilation, or reconstruction of
the application. Dialog definitions are pre-
processed from a readable and editable form
to one that is more efficient for run-time
processing. Separation of the dialog from the
application is still maintained.
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Libecur and Terminfo

The libcur package of routines was adapted
from a similar set of routines that existed in
the UNIX system. This set of routines
provides the structures and management
routines to control multiple, overlapping areas
on the display. Routines were provided to
allow the definition of such areas, assist in
managing the data that is presented in each
area and support presentation on the display
with the appearance of overlapping papers. In
addition, these routines usé the system
terminfo routines, which provide access to
and processing for terminal description files
for each type of terminal being supported.

The content of a terminal description includes
the information about a terminal needed to
properly control and process that device. This
includes information about the data stream
that must be sent to the device for required
functions (e.g., move the cursor to a selected
row and column, delete a character, clear the
screen). Also included is feature information
(e.g., which attributes are available, what
characters should be used to construct
boxes). Finally, information about what control
strings will be generated by the terminal in
response to an operator action is described
(e.g., Do key, PF1, Delete character key, etc).

Again, the terminal descriptions are outside
the application, and the addition of a new
terminal type to support requires only the
addition of an appropriate terminal
description.
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Figure 3 Software Layers

Summary

At each level of the usability package, the
programs have achieved a level of flexibility
primarily by moving significant amounts of
control information out of the program and
into external data files. Each time this is done
it extracts a penalty in performance since the
information must be accessed and must be
interpreted. In order to minimize the penalty,
each program described above has included
logic that minimizes the number of times the
data is extracted. Thus the penalty has been
limited to a front-end cost when the
applications are invoked.

The structure outlined here does, however,
provide a reasonable degree of future
flexibility and the expense in the form of
processing performance has not proven to be
excessive. Each layer has provided for future
extensions by including a flexible external
definition file. The capabilities of the system
are thus not bound once and for all at the
time the system is shipped, but can be
extended easily as future needs dictate.
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Extended File Management for AIX

John M. Bissell

Introduction

Most major operating systems provide
sophisticated file access methods, with
functions that allow the definition and
manipulation of records, structures, and
fields. Such functions speed and simplify the
application programmer’s task. Since many
applications require random access to
records, most comprehensive access
methods offer some form of indexed access
to data for improved performance.

Base AIX file system calls provide only basic
byte and string-oriented file manipulation
functions. Applications with a need for more
complex data structures and retrieval
capabilities such as indexing must architect
and implement their own access methods.
This lengthens the product development
ycle, cost, and risk. These private access
methods are typically proprietary and
unusable by other applications. This results in
applications that cannot communicate or be
integrated without some intervening file
transform function. In particular, it generally
makes file sharing impossible and parallel
updating inevitable.

IBM RT PC Data Management Services
(DMS) extends the facilities of the base AlX
operating system and command interface. It
builds on the AIX file system to provide both
record and field-level access. The AIX
directory is also expanded to provide
additional information about files. The product
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consists of an application programming
interface (API) and a set of AIX commands for
manipulating both AIX and Data Management
files.

Data Access Methods

A key design decision was to provide both a
traditional record-level indexed sequential
access method, and a higher-level field
access method which allows records to be
described and manipulated at the field level.
Both types of files use the same underlying
data and index structures, but are not totally
compatible due to the control information that
precedes the field data.

Record Access

Record access allows data structures of fixed
or varying length to be stored and retrieved.
This is the traditional method of file access
for languages such as PL/l, FORTRAN, and
COBOL. It also lends itself very well to
applications development in C, where data
structures are easily defined and manipulated.

Records may be retrieved sequentially, in the
order in which they were added to the file.
They may also be retrieved directly by
supplying the relative byte address (RBA) of
the record within the file. By storing the RBA
of one record in another, complex data
structures such as hierarchies and networks
can be built. Indexed sequential retrieval is
accomplished using the index techniques
described later.

Field Access

Field access permits an application to define
the contents of a file to the field level. Such a
file is a ‘‘table,” where the rows are records
and the columns are fields.

The column is the basic structural entity in a
table. The creator of the table describes the
characteristics of the columns of the table.
The description must include a user name for
each column and typing information. Column
definitions are stored in a specially named
index (SYSCOLUMNS) in the index file.

A row represents a record in a table. A row
contains one instance of data for all of the
columns in the table. Field access functions
are used to retrieve, insert, and update
individual fields within rows.

The DMS field access support provides for
row selection based on complex selection
criteria, including wild cards. These functions
provide many of the capabilities of a relational
data base on a single table. Field access
functions automatically optimize query access
using indexes where available.

Indexes

Indexed access for record and field functions
is provided using B-tree techniques [1].
Integer, short integer, double precision
floating point, and fixed and varying length
character data are supported as key types.
Up to 16 key parts may be defined for each



index, with an ascending or descending
specification on each part. An index may be
defined as unique or duplicate. Architecturally,
any number of indexes may be defined on a
file, although a practical limit may be set by
the maximum size of the index file. Each
index is given a user-defined name which is
then used to refer to the index in subsequent
functions. Indexes are automatically updated
when insertions, modifications, or deletions
are performed.

For record files, each key field is identified by
the starting byte displacement of the part
within the record, the type of data, and length
of the data. For tables, the names of the
column(s) that comprise the key are used.

Key compression and prefix B-tree
techniques [2] are employed to increase the
number of keys that can be contained in each
index block. The index block size is always
chosen to be a multiple of the file system
block size (2K) to provide for efficient access.
Index nodes are buffered to reduce 1/0. An
innovative concept called the “level table” is
used to further minimize the tree traversals.
Leaf nodes are chained to provide next and
previous sequential retrieval.

File Architecture

Each Data Management file or table consists
of a data file and an optional index file. Both
files are standard AlX files. The decision to
use two AIX files instead of storing data and
indexes in the same file has several
advantages:

» Each file is smaller, which has some
performance advantage in AlX.

« Decisions on file strategy (such as whether
to map or not) can be made independently
for indexes and data.

» 1/O errors in the index file can be recovered
by rebuilding the indexes from the data file.

Data Management files are specified by using
an AIX file system path name. This name
properly refers to an AIX path down through
all but the last name. Data Management uses
the path name through AIX to locate the AIX
directory containing the file(s). The files are
always manipulated together as a data set.

Data File Architecture

Each data file is defined to contain either
fixed or variable length records. Records are
located by their RBA within the file. Each
record has a 4-byte header containing an ID,
consistency counter, and a record length.
Following the data is a 1-byte ID and
matching consistency counter. When a record
is written out, its consistency counters are
incremented. Each time a record is retrieved,
its header and trailer consistency counters

are compared to ensure that all of the record

was written and read correcily.

Free space management is done to reclaim
deleted space. Free areas are chained by
relative size. A request to add a new record
always finds a free area within one access, or
else the file is extended.

The RBA of a record never changes, even
when the record size is changed. (If a record
outgrows its slot, it is moved and a pointer is
left behind.) This simplifies logic, since
indexes do not have to be updated unless the
key of a modified record is changed.

Index File Architecture

All of the indexes defined on a particular file
are stored in a single index file. The file is
managed as a ‘‘tree of trees” with the names
of the indexes being stored in a B-tree at the
beginning of the index file. This allows the file

to contain an unlimited number of indexes.
Each index block is identified by the RBA of
its root node, which is kept-constant.

Another design decision was to use the data
file algorithms for storing index nodes. Each
index node is stored as a record in a data
file. The records are chosen to be a multiple
of the file system block size, minus the space
required by the record header and trailer.
Relative byte address pointers link the nodes
of each index to form the characteristic
B-tree. This scheme allowed use of already
available code for free space management
and error detection.

Extended Catalogs

The AIX inode structure captures only very
basic information about a file, such as
creation date, date of last modification, etc.
The only descriptive information that is
supplied by the user is the file name. No
provision is made for storing user-defined
attributes, such as file type, profile, or even a
comment as to the contents of the file.

Data Management Services provides the
ability to create and manipulate an extended
catalog for such information. API functions
and several utilities are provided. The catalog
structure for Data Management files and
tables is an extension of the AIX file system
directory structure. The user views Data
Management files as being handled the same
as AlX files.

While extended catalog information is
provided implicitly for Data Management files
and tables when they are created, normal AIX
files and directories do not have any
associated extended information kept on
them unless a specific request to catalog
such objects has been made through the API
functions or the ‘“‘describe’ utility. However,
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API functions that read data from the catalog
will supply the standard AIX status
information for the non-cataloged files.

A catalog file is given the special name
“.SYSCATALOG". This file is created with the
same uid, gid, and mode as the AIX directory
in which it resides. Thus, if a user has write
authority on a directory, he also has write
authority to add/update/delete entries in
.SYSCATALOG. The file structure in an AIX
directory containing Data Management files is
shown in Figure 1.

Utility Aspects of System

Integration of Data Management files and
ordinary AlX files is accomplished from a user
perspective by the utility commands. Since
Data Management files and tables can consist
of two AlX files, the standard AIX utilities
such as cp, mv, and Is do not understand the
relationship and special characteristics of
these files. For this reason, several AlIX
utilities have been supplemented with new
Data Management utilities. A user need only
learn one set of commands for both types of
files, and in fact does not even need to be
aware of the difference. The integration ig
further carried out by having the new
command names aliased to existing AlX
utilities when Data Management is not

Any AIX
® Directory Node

|

Data Index

Files

Data Mgmt Catalog Data Mgmt Files

Figure 1  AIX Directory Node with Data Management
Services Files
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installed. The new command names are also
used by the Usability program [3] to further
reinforce their acceptance by users.

These new utilities understand both ordinary
AIX files and Data Management files and
tables. They also provide a means to query
and update the extended catalog. The utilities
give the user a consistent view of files,
whether they are AlX, Data Management, or

those created by the SQL/RT Data Base LPP.

Although the standard AIX commands are still
available, their functions are completely
subsumed by the corresponding DMS utility
commands.

The supplied utilities have the following
functions:

« copy — replaces the AIX cp command for
copying files. Copy is designed to detect
file “holes” (blocks of all zeros) and avoid
physically copying them. This prevents AIX
from actually allocating any physical space
for the block, thus conserving disk. The
block materializes as zeros when read.

- move — replaces the AlIX mv command for
renaming files.

» delete — replaces the AIX rm command for
removing files.

+ list — is an expanded version of the AlX Is
command. List provides information from
the extended catalog for cataloged files. If
the file is not cataloged, inode information
is printed in the manner of Is.

» describe — a utility that not only displays
detailed information on a file (including
indexes and columns for DMS files and
tables), but also allows the user to do the
chown and chmod AIX functions. In

addition, a brief comment may be entered
for the file. The comment is stored in the
extended catalog and displayed by the list
utility.

« archive/retrieve — used to backup and
restore all types of files to removable
media. These commands maintain the
extended catalog information intact.

» create — allows creation of AlX, record,
and field access files.

« recover — used only for Data Management
files that have been determined to contain
corrupted data, possibly from a system
crash.

« condense — used to compress a Data
Management file by removing imbedded
free space.

Process Model

One of the major design decisions in
developing Data Management Services
involved the selection of a process model.
The two alternatives examined were a
subroutine library of Data Managemeiit
functions, and a two-task interface. The
decision was made to design a two-task
interface, as shown in Figure 2.

Each application process is supported by its
own DMS process. Communication between
the application and DMS is via the application
shared segment. Control is transferred using
semaphores. The reasons for choosing this
design over the standard function library
approach were:

+ AIX provides new facilities for interprocess
communication which greatly enhance the
ability for cooperating processes to share
data.
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« The size of executable applications on disk
is reduced, since the amount of linked-in
code is small.

» Memory usage is reduced, since AlX shares
the text segment of the DMS process
among all concurrently executing
applications.

~ « Data integrity is enhanced. An abnormally-
terminated application does not take down
the Data Management process. Signals,
such as software termination or shutdown,
can be caught and processed without
leaving data in an inconsistent state. Also,
since the address spaces of the application
and Data Management processes are
different, application bugs are much less
likely to corrupt DMS data and control
structures.

+ The model allows for such interesting
enhancements as asynchronous l/O, since
the application could be allowed to contin i
processing while waiting for Data
Management to store or retrieve the
requested data.

An application program containing DMS API
functions is compiled and then linked to a
library containing the run-time code for the
Data Management function calls. Each library
function is small, and serves only to
communicate between the application and the
DMS process. The first time one of these
functions is invoked during execution, a Data
Management server process is started using
the fork/exec mechanism. A private shared
segment and a set of two semaphores are
obtained. The DMS process waits on its
semaphore.

Subsequent interaction between the
application and Data Management processes
is as follows:

1. The run-time library moves the
application-supplied parameters and data
buffers from the application address
space (stack and data segments) to
designated locations in shared memory.

2. The run-time library routine then posts the
DMS process by setting one of the
semaphores. It then waits on the other
semaphore.

3. The DMS process is awakened when its
semaphore is set. It looks in shared
memory to determine the function to be
performed, and calls the appropriate
internal routines to process the request.
The input data is addressed directly from
shared memory, and is not moved.

4. Upon completion of the request, a return
code is placed in shared memory, and the
application is posted by setting its
semaphore. The DMS process then waits
for another request.

5. The application is enabled, and the return
code and any returned data is moved
from shared memory to the application
address space. The run-time routine then
returns to the application.

The DMS process resets a timer each time
the application is posted. If no further request
is received within several seconds, the DMS
process checks to ensure that its application
parent is still running. If it is not, the DMS
process commits all updates in process and
closes all files. It then removes the shared
memory and semaphores and exits.

There is no explicit communication between
DMS processes servicing different
applications. All communication is done
through data contained within the files
themselves. Locking using the lockf system
call is used to control concurrent requests for
data. -

Use of Extended AIX Features

Several of the extensions to the base AlX
system have been utilized by Data
Management Services. These features are
discussed further by Loucks[4].

« lockf — this operating system call is used
to provide file and record locking.

« fsync — this operating system call causes
all updated blocks for a specific file to be
forced to disk. Data Management Services
uses this function to provide commit
processing.

+ fclear — this operating system call is used
by Data Management when records are
deleted, to return blocks of zeros to AlX for
reallocation. This feature saves disk space
when files have many deleted records.
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« ftruncate — this operating system call is
used by Data Management to truncate the
file size when records at the end of the file
are deleted, saving media space.

« mapped files — reads and writes data via
the paging hardware and software instead
of through AIX file buffers. System calls
with the attendant high overhead of the
context switch are bypassed by using the
mapped file feature to directly access the
file as if it were a part of the DMS
process’s address space.

Conclusions

RT PC Data Management Services enhances
the capability and application development
environment provided by the AlX file system.
The supplied API routines allow the definition
and manipulation of data at either the record
or field level. Integration with AlIX is achieved
through a set of utilities that operate on both
AlIX and Data Management files.

The use of Data Management Services frees
the application programmer from the time-
consuming task of defining and implementing
a proprietary access method. In addition, the
application benefits from future function and
performance enhancements that may be
made to DMS. Extended AlX features are
exploited to provide improved performance,
media utilization, and data integrity. The
resulting Data Management Services files can
be shared by multiple applications.

The AIX file system is also available for new
or ported applications. An application’s choice
of storing data will depend on the need for
functional services: for simple structures, the
AIX file is all that may be needed; for other,
more complex structures, the Data
Management interface is more appropriate.
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The Virtual Resource Manager

Thomas G. Lang, Mark S. Greenberg, and Charles H. Sauer

Introduction

The Virtual Resource Manager, or VRM, is a
software package that provides a high-level
operating system environment. The VRM was
designed to build upon a hardware base
consisting of a Reduced Instruction Set
Computer (RISC) and a PC AT compatible 1/O
channel, although it is not limited to this
environment.[1] In fact, the VRM can be easily
extended to support different I/O hardware.
An example of this is the VRM’s support of

[
=
r
r
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L Operating System ] L
Virtual Machine -
—VMI
—
—
Device Drivers and
Device Managers
Virtual Resource Manager
~——Hardware Interface
Processor Memory I/{gapter l
Figure 1 RT PC Software Design

the IBM 5080 graphics hardware, which is
designed to an IBM System/370 channel
interface.

The concept of RISC architecture is the
minimization of function in hardware,
providing only a limited set of primitives.[2]
This allows the processor to be designed with
simplified logic and a corresponding increase
in the speed of its instruction set. In this
environment, the software must provide
function that traditionally is provided in
hardware, such as integer multiply and divide
functions and character string manipulation.
The VRM builds on this hardware base to:

+ Provide a high-level machine interface,
which simplifies the development and
implementation of operating systems and
their applications.

Simple Device Driver Model Device Manager/Driver Model
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Figure 2 Virtual Device Models

« Maximize performance to support real-time
process control type applications.

+ Allow users to easily customize the system
to meet their needs by providing an
extendable, flexible interface.

» Provide compatibility with IBM-PC
applications by supporting an Intel 80286
COprocessor.

The approach used to accomplish these goals
was to design a Virtual Machine Interface, or
VMI, with a set of functions to facilitate the
use of a variety of operating systems. The
VMI has features that support concurrency of
multiple operating systems and applications,
while insulating them from most details of the
implementation of the hardware, except for
the problem state instruction set. Also, the
VMI allows operating system programmers to
install extensions to the VRM to support
additional 1/O devices, or even to replace the
IBM-supplied 1/O subsystems.

Traditionally, virtual machine implementations
have suffered in performance due to the
overhead of simulating hardware function.
The key to maximizing the performance of the
VRM is that the vast majority of instructions
issued by the operating systems and
applications are directly executed by the
hardware. The VRM software is invoked
mainly to handle 1/O operations at a relatively
high functional level.
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Fundamental to the design of the RT PC is
that the VRM is the underlying support layer
for an operating system. In particular, the
UNIX kernel[6] was chosen as the principal
operating environment supported by the

RT PC product, and the design of the VRM
was influenced by this selection.

The concept of a virtual machine has been
implemented on IBM mainframe computers
with a software product known as VM/370.[3]
The VRM is similar to VM/370 in that it
supports the concurrent execution of multiple
operating systems. However, there is a
significant difference. VM/370 provides a
complete functional simulation of the real
System/370 hardware, such that an operating
system built for the real hardware, like MVS,
can run in a virtual machine. The Virtual
Machine Interface supported by the VRM
provides considerably more function than the
RT PC hardware; an operating system
implemented to the VMI will not run on the
real hardware. The design of the VMI traded
off complete hardware compatibility for the

" benefits of a high-level, high-function machine
definition.

Along with the concept of concurrent virtual
machines, the VRM supports virtual
memory.[4] The hardware memory
management capabilities include a 24-bit
address space for real memory (i.e., the
ability to address up to 16 megabytes of real
memory) and a 40-bit address space for
virtual memory (1024 gigabytes, or one
terabyte).[5] The virtual address space is
comprised of 4096 segments of 256
megabytes each. Sixteen segment registers
are provided by the hardware, and one of
them is permanently dedicated to addressing
I/O devices. Thus, up to 15 segments can be
accessed simultaneously. The VRM software
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takes advantage of these features to logically
separate the address spaces of the virtual
machines from each other and from the VRM
address space.

Another VRM feature, related to virtual
memory, is “‘mapped file’’ support. Mapped
files are a relation of logical disk blocks to
virtual memory addresses, such that a disk
file can be read from or written to simply by
reading from or writing to its associated
memory addresses. Explicit disk reading and
writing is not required.

The AIX operating system contains a
complete file system, based on explicit disk
reading and writing. When modifying AlIX for
the VMI, it was desirable to salvage as much
software as possible. Also, the concept of
mapping files does not work well with
removable media, such as tapes or diskettes.
So, mapped file support is augmented with a
minidisk manager in the VRM, providing more
conventional file access support.

The minidisk manager provides access to
disks partitioned into separate spaces, or
minidisks. In turn, the minidisks are
partitioned into logicai blocks whose size is
determined by the operating system,
independent of the characteristics of the
physical disk. The minidisk manager also
includes functions not normally found in
simple hardware access methods, such as
error recovery and bad block relocation.
Further, the VMI for the minidisk manager
allows the potential for “‘remote’ minidisks,
accessed across a communication link such
as a high speed locai area network.

The “‘virtual resource” concept is also applied
by the VRM to 1/O devices, such as virtual
terminals.[7] The VMI includes a high-level

interface to 1/O devices that is consistent for
all devices. Also, the VMI includes provisions
for bypassing the VRM and accessing devices
directly. The preferred method of using a
device from a virtual machine is to take
advantage of the 1/O support functions
supplied by the VRM. But, there are graphics
applications, for example, which can gain
enough performance by writing directly to a
display device to offset the loss of flexibility
suffered when bypassing the VRM services.
Another reason for allowing direct access to
1/0 devices was compatibility with existing
applications; for example, a BASIC language
program written using the PEEK and POKE
functions to access an 1/O device.

Extendable Virtual Machine Architecture
Another feature that distinguishes the VRM is
the extendability of the architecture. Users of
microcomputers have become accustomed to
plugging new devices into a machine’s I/O
channel. However, getting the machine’s
software to use the device usually requires
some ingenuity. One approach is to design
the new device such that it “looks like” an
existing device, so that the existing software
can recognize and use it. Another approach is
to run an application program that drives the
device directly, independent of the existing
operating system. For example, a program
could communicate with a device by sending
commands to its I/O port, then using a
software “spin loop” to poll its status port to
determine when the commands complete. The
former approach limits the flexibility of the
new device, while the latter destroys the
effectiveness of a multiprogramming
operating system by tying up the processor
during 1/O operations.

The VRM allows a new approach, whereby
software for a new device can be fully



integrated into the existing operating system.
Further, the reconfiguration of the VRM to
add or replace software can be performed in
real time without disrupting the normal
function of the machine.

A data structure, known as a Define Device
Structure, or DDS, is included in the VMI so
that a programmer can describe the attributes
of a new device and its related software
support to the VRM. Information in the DDS
includes the I/O port address(es) used by the
device, which channel interrupt level it uses,
which DMA channel it uses (if any), whether it
has any resident RAM or ROM, etc. Also, the
DDS indicates which program module should
be called to process such functions as:

Device initialization

interrupt handling

1/O initiation

Timeout or exception handling
Device termination

Using information from the DDS, the VRM is
able to determine which user-installed
program to call to handle an interrupt
generated by an installed device. The
additional software required to support a new
device is added in real time, in contrast to
existing systems that require the use of an
off-line or stand-alone program to reconfigure
the system.

To use devices, the VMI contains a set of
functions including:

Install software into the
VRM, or delete installed
software.

Define Code

Define Device Install a DDS into the VRM,

or delete an installed DDS.

Attach Reserve a device and
allocate any resources its
software may require.

Detach Undo the function of

“Attach.”

Send Command Send a command to a
device.

Start 1/0 A variation on “Send

Command,” which allows a

set of commands, or

buffers, to be sent to a

device.

To use a device, a logical connection (“path”)
is established between the user and the
device. The Attach function is used to
establish a path, and a path identifier token is
returned to the user. Subsequently, the path
identifier is used to send requests to the
device. When the device complstes the
request, it returns status information or an
interrupt to the user, using the path identifier
to route the data.

The VMI defines two ways to send requests
to a device, the Send Command and Start 1/O
functions. Parameters for these functions
include the path identifier in addition to device
specific parameters such as a request code
and buffer pointer. The difference between
the two functions is that the latter passes its
parameters in a data structure, know as a
Channel Control Block, or CCB, which allows
the specification of a chain of commands or
buffer pointers. This can be useful, for
example, when using a device that supports
““scatter/gather”’ functions. During a read
request data can be input from a device and
“scattered” into different memory buffers. Or,
during a write request data can be

“gathered” from different buffers and output
to a device.

Another parameter for the two request
functions is an operation option that
determines if the request is to be processed
by the VRM synchronously or
asynchronously. Implicitly, this also
determines how completion status is returned
to the virtual machine. For synchronous
requests, completion status is supplied as a
return code from the requested function,
while the completion of an asynchronous
request is indicated by a ‘“‘virtual interrupt”.
The VMI defines nine interrupt levels for a
virtual machine, which allows the assignment
of relative priorities to interrupting conditions.
When not processing an interrupt, the virtual
machine is considered to be on level 7. Seven
levels can be assigned to interrupting 1/O
devices. In order of decreasing priority, they
are levels 0 through 6. In addition, there are
two other levels. The machine
communications level is used for messages
between the VRM and the virtual machine.
The highest priority level is the program
check level, which is used by the VRM to
report exception or error conditions to the
virtual machine. The return code from a
synchronous request provides 32 bits of
status, while up to 20 bytes of status can be
supplied with each virtual interrupt.

Two types of programs can be installed into
the VRM: device drivers and device
managers. A device driver is a collection of
subroutines that support a specific hardware
device. The VRM synchronously calis the
subroutines to handle device-specific
functions, such as handling interrupts and
time-out conditions, and processing /O
commands from virtual machines. The VRM
device driver support is intended to be
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sufficient for implementing relatively simple
devices, such as printers, diskette drivers,
and tape drives.

Device managers provide an additional level
of support for more sophisticated devices,
such as virtual terminals or communications
subsystems (see Figure 2). These types of
device subsystems typically have
requirements to handle muitiple asynchronous
events and to manage different types of
resources. For example, the Virtual Terminal
Manager coordinates the activities of device
drivers for the keyboard, display, speaker,
and locator to simulate a higher level device
known as a ‘“terminal.”

Allocation of System Resources

Resources in the VRM are categorized as
serially reusable or shared. Serially reusable
resources are those that can be used by
different applications, but only by one at a
time. For example, multiple applications may
use the printer but one application must finish
before the next takes over. Otherwise, the
result would be scrambled printer output.
Shared resources, though, may be used
“simultaneously.” Examples include the disks
and memory, which are shared by dividing
them into logical pieces (minidisks and
segments), and the processor and
communication lines, which are shared on a
time basis.

The VRM manages several shared devices,
most notably the keyboard, locator, speaker,
display, and hard files. Virtual machines can
have many logical terminals. The user
controls which logical terminal is associated
with the physical hardware via a set of
reserved key sequences. Virtual terminal input
is routed by the VRM to the owner of the
screen that has been selected for display by
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the user. Output to virtual terminals is
updated in memory if that display is not
selected.

Support of the PC AT coprocessor presented
some interesting challenges for resource
management.[9] The main constraint was that
the VRM had to be transparent to the
applications using the coprocessor. A
considerable amount of hardware support is
dedicated to this purpose, in the form of
“trap” logic that monitors access by the
coprocessor of 1/O addresses.[8] For
nonshared devices, the VRM reserves the
device for exclusive use by the coprocessor.
I/O operations using devices of this type
proceed with no further intervention required
by the VRM. When using shared devices,
however, the VRM must intercept each I/O
operation requested by the coprocessor and
simulate the function as if it were dedicated to
the coprocessor. For example, when the
coprocessor writes data to what it thinks is
the display screen, the VRM saves this data
in a memory buffer. And, when the
coprocessor’s virtual terminal becomes the
“active’’ terminal, the data is moved to the
actual display buffer. Also, at this time
keystrokes are routed to the coprocessor
when it accesses what it thinks is the
keyboard adapter’s I/O port. Notice that since
the coprocessor accesses nonshared devices
directly, they perform at precisely the same
speed as they do in a PC AT. However,
shared devices suffer some performance
penalty since functions must be simulated by
the VRM software.

Another resource that can be shared with the
coprocessor is memory. The VRM can
reserve some of its own memory for use by
the coprocessor. In this mode, memory
translation hardware detects memory

references by the coprocessor and routes
them to the VRM’s memory. Alternatively, a
memory card can be plugged into the /O
channel, and coprocessor memory references
will be directed to it. This allows a great deal
of flexibility to trade off the lower cost of
shared memory against the higher
performance of dedicated memory. The trade
off is not ““all or nothing.” For example, a
1-megabyte address space can be provided
for the coprocessor using a 512-kilobyte
memory card and sharing 512 K of system
memory.

Virtual memory is utilized by the VRM to
eliminate arbitrary restrictions on resource
usage. It is not uncommon for operating
systems to restrict the number of processes
in the system or the number of devices that
are supported. The VRM defines internal
control block areas in virtual memory that are
large enough to support thousands of
processes and device drivers. Thus,
limitations are a function of the amount of real
memory, disk space, and I/O channel slots
available on a particular machine.

Designs for Real-Time Performance
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The VRM was customized for the real-time
processing environment, compensating for
the shortcomings of the kernel in this area.
Features of this design include:

+ Low overhead creation and deletion of new
processes and interrupt handlers

« Efficient interprocess communication

» Preemptable processes and interrupt
handlers, to minimize interrupt latency time

« Prioritized scheduling of processes and
interrupt handlers



+ Interval timer support with 1-millisecond
granularity.

Multi-programming is implemented in the
VRM by dividing work into logical units, or
“processes,” which are scheduled by priority.
In addition, the VRM contains ‘““interrupt
handlers,” which are invoked in response to
interrupt signals from hardware devices. In
“Extendable Virtual Machine Architecture’ on
page 120, programs in the VRM were
characterized as device managers or device
drivers. Device managers, and virtual
machines, are represented as processes in
the VRM, while interrupt handlers are among
the subroutines that comprise a device driver.

Processes and interrupt handlers can
communicate using shared memory, or by
using the VRM’s interprocess communication
functions, which include queues (for message
passing) and semaphores (for serialization
and synchronization).

Particular emphasis was placed on supporting
high-speed devices, with stringent latency
time requirements. Hardware interrupt
processing is the highest priority work in the
system. Interrupts from devices are further
divided into four priority classes, such that the
servicing of an interrupt can be preempted by
a higher priority interrupt.

Also, an “off-level” interrupt handler
capability is available that allows a device
interrupt handler to process time-critical
operations without being preempted, and to
defer less critical processing to a lower
priority level that can be preempted by other
device interrupts.

After all pending interrupts are handled, the
VRM selects the next process to execute
based on 16 priority levels. The selected

process will remain executing until it “‘waits”
for some condition (such as the completion of
an 1/O operation or the arrival of a new work
request), or until it is interrupted. Among
processes with the same priority, “time
slicing” is implemented; that is, if a process
does not relinquish control after a period of
time, the VRM will suspend it and pass
control to another process. The default time
slice interval is 16 milliseconds, and this value
may be increased in increments of 16
milliseconds. If a sufficiently large increment
is selected, time slicing is effectively disabled.

The design of the data structures for
multiprogramming was influenced by
performance considerations. The processor
has a large number of registers (16 system
registers, 16 segment registers, and 16
generai-purpose registers), which makes
context switching between applications a
lengthy job. In a typical operating system,
when an interrupt occurs, the state of ithe
interrupted program is saved in a known
location, then transferred to a control block
associated with the interrupted program if it
becomes necessary to switch control of the
processor to a different program. In the VRM,
this would require moving a large amount of
data, so the interrupt handlers are set up
such that the state of an interrupted program
is saved directly into its control block. This
contributes to faster context switching.

Another aspect of the control block design
that contributes to fast context switching is
that the "‘dispatcher,” which selects which
program next gets control of the processor,
never has to search through queues of
control blocks. The control blocks for
programs that are ready to execute are
always kept sorted by priority, thus only
about 1% of the total time required for a
context switch is required to select the next

program. The remaining time is spent saving
the state of the current program and restoring
the state of the next program.

The VRM was designed using top-down
structured programming techniques. The
program code was written first in a high-level
language, using primarily PL.8 (an internal
IBM development language, derived from
PL/I).[10, 11, 12] After the system was
functioning to the point where meaningful
applications could be implemented and run,
the performance of the system was measured
in detail. The performance data was used to
determine critical paths in the software, or
“bottlenecks.” These parts of the system
were then tuned to maximize performance.
The first step in tuning was to attempt to
make the PL.8 code more efficient. In many
cases, this tuning turned out to be sufficient
to meet performance objectives. However,
some critical paths required recoding in
assembler ianguage to achieve desired
performance.

The process of tuning the system was an
iterative one for the measurement and
recoding steps. For example, one
performance objective was that the disk
device driver be able to handle a disk
formatted with a 2:1 interleave factor without
missing revolutions, with enough of a margin
to allow for an interrupt from an Async
communications adapter during the critical
path. A factor that increased the difficulty in
meeting this objective was the disk hardware,
which does not support DMA for transferring
data between the adapter and memory. The
disk hardware, chosen mainly on cost and
compatibility considerations, is similar to the
PC AT disk hardware. Using that hardware,
the PC AT supports a 3:1 interleave.
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In pursuit of the 2:1 objective, the VRM
interrupt handiing logic and disk device driver
were measured and recoded numerous times,
each time squeezing out a few more
microseconds from the path length, until the
objective was met. At several stages in the
process, software ingenuity was required to
surmount hardware timing limits. Some of
these software ““tricks” included:

« Sorting the queue of disk requests
according to sector/track number,
influenced by the current position of the
disk arm

» Looking ahead in the queue when one
request completed, to anticipate the
requirements of subsequent requests

» Sending the next command to the disk
adapter before processing of the current
command is complete

+ Using a table look-up algorithm to
determine how long a “‘seek’ operation
should take, based on current and future
arm position. then setting a timer to wake
up the disk driver just prior to the operation
completing

» Taking full advantage of the overlapped
load, store, and branch capabilities of the
pipelined processor.

In this extreme example, the large tuning
effort paid off when a difficult objective was
met. Fortunately, most other tuning problems
were easier to solve. Also, there were “spin-
off”’ benefits gained in the disk driver tuning.
The path length reductions in the VRM
common interrupt handling logic benefitted all
device drivers, and some of the techniques
used in the disk driver were applied to other
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device drivers. In particular, the overlapped
processing of queued requests increases the
throughput of all devices.

Critical to the job of performance tuning was
accurate measurement of the system. Three
different techniques were used. First, selected
operations were executed repetitively, so that
elapsed time could be measured. The
measurement device was a stop watch, so to
eliminate reaction-time errors and to increase
accuracy, the repetition factors were chosen
to be very large (e.g., thousands or even
millions of iterations). Some of these “bench
mark” loops were internally developed, while
others were selected from bench marks
published in trade journals. The latter type of
bench mark was especially useful when
comparing performance of competing
systems.

The second type of measurement was done
by inserting “hooks” into critical paths. These
hooks consist of 1/O instructions that output
data to reserved channel addresses. To
obtain measurements, a special /O adapter is
plugged into the channel to monitor the
output from the hooks. The data collected by
this adapter is saved on a tape. Afterwards,
the tape is input to a data reduction program
that generates a path flow analysis with
timings. This technique allows very
sophisticated path analysis, but suffers the
drawback that the hooks themselves take a
small amount of time to execute. Although the
hook execution time is relatively small, the
cumulative times can, in some cases, add up
to a significant amount. Also, as the interval
between hooks decreases, the hook’s
execution time becomes proportionately more
significant.

The third technique involved a logic analyzer
to monitor the output of signals from the
processor chip. Using the analyzer, it is
possible to measure precisely the time it
takes to execute individual instructions or
sequences of instructions. This is impractical
for measuring large programs, but is well
suited for analyzing small sections of program
code that are executed very frequently. For
example, program context switching and
interrupt handling functions execute hundreds
of times per second. In these critical paths, a
few microseconds can be significant.

A great deal of performance tuning effort was
spent maximizing the “pipeline” effects of the
ROMP processor. The pipeline effects result
from the processor’s ability to overlap various
stages of instruction execution. Two different
situations illustrate these effects. First, if the
next instruction(s) after a memory load
instruction do not use the value being loaded
from memory, they may be executed in
parallel with the memory access. By properly
interleaving instructions, this effect can be
exploited to reduce the total execution time of
a sequence of instructions. Second, when a
branch instruction is executed, the processor
must reload its instruction pre-fetch buffer
with the new instruction stream. By using the
processor’s Branch-with-Execute instructions,
it is possible to overlap the execution of one
instruction with the pre-fetch buffer reload
time.

The high level language compilers for the

RT PC, in particular the PL.8 compiler, are
designed to take advantage of the pipeline
effects of the processor. For assembler
programmers, the pipeline effects can be
utilized, although usually at the cost of cleanly
structured programming. For the tightly
optimized critical paths in the VRM this has



been done, but the programming effort
required, contrasted with the high efficiency
of the compilers, has resulted in the majority
of the VRM being implemented in high-level
language.

Conclusions

The VRM builds upon the low level RT PC
hardware interface to provide a high-function
system environment. It brings to a desk-top
microcomputer many features that formerly
were found only on much larger, more
expensive systems, such as virtual memory
and virtual 1/O subsystems. It also includes
features, such as dynamic reconfiguration and
an extendable architecture, which are unique;
and it allows for the migration of existing
UNIX and IBM PC based applications to a
new architecture.

During the past several years of development,
the RT PC hardware underwent several major
changes, but the Virtual Machine Interface
has remained relatively stable throughout this
time, thus minimizing the impact of the
hardware changes to the implementation of
AIX and its applications.

The VRM'’s functions complement the
hardware instruction set, providing features
such as virtual memory, virtual devices,
minidisks, and multi-programming. This
creates an environment for implementing
operating system extensions and hardware
device support that has the flexibility to
evolve as the hardware technology evolves
without forcing radical changes to existing
software.
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Design of the IBM RT PC Virtual Memory Manager

J.C. O'Quin, J.T. O’Quin, Mark D. Rogers, T.A. Smith

Design of the RT PC Virtual Memory
Manager

Support of a large virtual address space was
the main objective that guided the design of
the Virtual Memory Manager (VMM). The
VMM should take advantage of the large
address space provided by the Memory
Management Unit (MMU) and the abilities
inherent in the MMU's inverted page table.
Furthermore, the VMM needed to be
designed to minimize the overhead associated
with performing disk 1/O. At the same time,
the VMM should not adversely impact system
performance, especially in situations where
sufficient real memory exists to perform the
desired function.

Each instruction executed by the ROMP has
direct addressability to a 32-bit address
space. This is referred to as the effective
address space. The effective address space
is divided up into 16 equal size segments by
the MMU. The MMU converts an effective
address into a virtual address by
concatenating the 12-bit segment identifier
associated with the selected segment onto
the 28-bit segment offset in the effective
address. This results in a 40-bit virtual
address space. Each segment in the virtual
address space is further divided up into
2048-byte pages. This division of the virtual
address space into segments and then into
pages is known as paged segmentation.

One of the two main functions of the VMM is
to provide its users, primarily virtual
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machines, the ability to define both the virtual
address space and the effective address
space. The VMM provides services such as
create segment and destroy segment that
allow a virtual machine the ability to define
the valid subset of the virtual address space.
It also provides services such as load
segment register and clear segment register
that control the relationship between the
effective address space and the virtual
address space.

The MMU translates a virtual address into a
real address within a 24-bit real address
space. The real address space may not be
big enough to contain all of the pages defined
in the virtual address space. Therefore, both
real memory and a secondary storage device
are used to contain all of the virtual pages.

A page fault interrupt results when an
instruction references a memory location that
is not defined in real memory. The second
main function provided by the VMM is the
page fault handler and it is the part of the
system that is responsible for resolving page
fault interrupts. The job of the page fault
handler is to assign real memory to the
referenced virtual page and to perform the
necessary /O to transfer its data into that
real memory. This is known as demand

paging.

All of real memory may become filled with
code and data. When this happens, the page
fault handler must select which page of data

in real memory is to be transferred to the
secondary storage device. The clock page
replacement algorithm is used by the VMM to
select this page. Here the real page frames
are examined in a circular or clock-like order.
A frame is selected for replacement if the
data in it has not been referenced in the last
cycle through the page frames. The
“referenced’ indicator is reset if the data in
the frame has been referenced, and the next
frame is then examined.

The secondary storage device used by the
VMM is the disk. One or more disks may be
used for paging. Also, paging 1/O may be
concurrently active on each of the paging
disks.

Virtual Memory Data Structures

There are three primary data structures
associated with the VMM. They are the
segment table, the external page table, and
the inverted page table (see Figure 1).

Virtual memory is divided up into segments. A
segment represents an objeet such as a
program, a mapped file, or computational
data. A segment identifier can be thought of
as the short form of an object name. The
segment table defines the objects that can be
referenced at any moment. It contains
information such as the segment’s size and
the start of the segment’s external page
table. The segment table contains one entry
for each segment and it is not pageable.
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Figure 1 Virtual Memory Data Structures

A segment is divided up into 2048-byte virtual
pages. A virtual page can be located in real
memory or on the disk. Each segment has an
external page table (XPT) with one 4-byte
entry for each of its virtual pages. The XPT
entries for a given segment are in contiguous
virtual memory and are therefore directly
addressable. An XPT entry describes the
characteristics of its corresponding virtual
page, such as its protection characteristics

and its location on disk. The XPT is pageable.

There is a pool of external page table entries
defined in the VRM [1] segment. The size of
this pool limits the size of the virtual address
space. The XPT for each defined segment is
contained within this pool. The XPT for the
VRM segment defines each page in the VRM
segment, including the pool of XPT entries.
The subset of the VRM segment’s XPT that
defines the pool of XPT entries is referred to
as the XPT of the XPT. It is not pageable.

Real memory is divided up into 2048-byte
page frames. A page frame can be thought of
as a container for a virtual page. The Inverted
Page Table (IPT) defines the virtual page that
is currently associated with each page frame.
The MMU uses the information in the IPT
when translating a virtual address into a real
address and when determining if a protection
violation has occurred[2]. The MMU will
respond with a page fault for any virtual
memory reference that cannot be translated
using the information in the IPT. The IPT
contains one 32-byte entry for each page
frame and is not pageable.

Support a Large Virtual Address Space
Virtual memory extends the power of
computer memory by expanding the number
of memory addresses that can be
represented in a system while relaxing the
limitation that all addressable memory must
be present in real memory. The address
translation hardware requires page tables
fixed in real memory to perform its function.
The size of a conventional page tabie is
proportional to the size of the virtual address
space, placing a practical limit on the address
space size.

Paged segmentation is a means of reducing
this overhead. It takes advantage of the
grouping of related data in virtual memory by
representing page table data separately for
each segment. This allows space savings for
short or unused segments of the address
space.

An inverted page table further expands the
range of addressability by reducing the real
memory overhead required to support a very
large virtual address space. Since an inverted
page table contains an entry for each page of
real memory, its overhead is proportional to
real rather than virtual memory size. This

makes it feasible to map a system’s entire
data base using a single set of virtual
addresses (the “‘one-level” store). With a one-
level store each segment can be large enough
to represent an entire file or collection of
data.

This is possible because the address
translation hardware only needs the location
of pages that are present in real memory. If a
page is not present, the hardware must
detect this fact, but it does not require the
secondary storage address. The VMM does
need this information, however. Hence, the
VMM must keep this information in some data
structure that is associated with the page. In
the VRM this data structure is the external
page table. Unless this external page table is
pageable, the advantage of the inverted page
table is lost, because the pinned real memory
requirements become proportional to virtual
memory size.

Large and Sparse Segment Support

The VMM supports segments of up to 256
megabytes. The VMM defines any segment
that is one megabyte or larger to be a “large”
segment. A large segment can be totally filled
with data, assuming sufficient disk space. A
large segment may also be lightly filled with
data that is scattered throughout the
segment. This is known as a sparse segment.

The external page table for a large segment
can itself be fairly large. An XPT entry defines
2048 bytes of virtual memory. A page of XPT
entries contains 512 of the 4-byte entries and
defines 1 megabyte of virtual memory.
Therefore, 256 pages of XPT entries are
required to define a 256-megabyte segment.

Since the XPTs are pageable and reside in

virtual memory, a subset of them describe the
XPT area itself. These are the XPT of the
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XPT. One entry in the XPT of the XPT defines
a page of XPT entries or one megabyte of
virtual memory. The XPT of the XPT for a
256-megabyte segment need only contain 256
entries, which require only half a page of
memory. Therefore, the size of the XPT of the
XPT required to define a large segment is
significantly smaller than the XPT for that
segment.

The VMM takes advantage of the XPT of the
XPT in its support for large and particularly
for large, sparse segments. For example, only
the XPT of the XPT is initialized for a new
segment. This decreases the number of
pages that are initialized for a 256-megabyte
segment from 256 to 1, thus decreasing the
overhead when creating large segments.

Serialization

It is useful to describe the VMM in terms of
the states of the objects it manages. The
most important such objects are virtual pages
and page frames. Each of these objects
always has a well-defined state. Updates to
the data structures that record these states
must be logicaily seriaiized with respect 10
system events that require that the data
structures be accessed or changed. Such
events fall into three categories:

« Page fault interrupts
« Paging I/O completion interrupts
» Calls to VMM services

Without this serialization, the VMM would be
unable to use these data structures safely. it
must ensure that all accesses to these data
are made within a “critical section.” On entry
to a critical section all objects must be in well-
defined states. Code running in the critical
section can perform state transitions, as long
as it leaves all these objects in valid states on
exit.
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VMM critical sections are serialized by
executing them as the lowest priority interrupt
handler. This places them lower in priority
than all 1/O interrupts and higher in priority
than all processes. Due to the characteristics
of VRM interrupt handlers, this ensures that
paging 1/O completion interrupts and VMM
services are serialized with respect to each
other.

In order to support a large virtual address
space it is desirable that some of the VMM
data structures are pageable. Therefore, the
VMM interrupt handler was extended to
support the concept of backtracking with
careful update. A page fault within a VMM
critical section causes the critical section to
be exited and makes the process that initiated
the critical section wait for the page fault to
be resolved. The process is allowed to retry
executing the VMM critical section upon
resolution of the page fault. This is
backtracking. Careful update implies that all
VMM critical sections must be coded such
that all VMM data structures that are changed
are left in a consistent state whenever the
criticai section can be exited, sither by
completing the service or by page faulting.
Backtracking with careful update serializes
the page fault handler with the VMM services.

I/O Management

The VMM attempts to manage disk 1/O in
such a way as to compensate for the
imbalance between the high speed of the
processor and the relatively low speed of the
disk. This entails adding complexity to the
page fault handler and to the disk 1/O routines
in order to decrease the average I/O time
required to perform a disk I/O or to eliminate
disk 1/Os altogether.

Disk Affinity
One of the more important concerns in the

VMM, in the area of performance, is to
efficiently schedule disk requests so as to
minimize seek time. This is done by
attempting to write pages to nearby disk
blocks, and, when reading them back in, to
read more than one page at a time. The act
of writing pages out to nearby locations on
disk may be called “‘pageout affinity’’, while
the act of reading more than one nearby page
at once is called *‘prepaging’.

Pageout [/0 Affinity

Page faults tend to happen in bursts; that is,
when a process is first invoked, it will ““fault
in” its “‘working set”. It is desirable to have
enough free page frames available to satisfy
a “typical” burst of page faults. Not having an
available free page frame can cause a
process to wait on both a pageout to free a
page frame and a pagein to bring in the
desired page. The page replacement
algorithm will select more than one page at a
time to pageout, in order to maintain this
threshold of available free page frames.

Careful management of paging space can
take advantage of the above characteristics
of the page repiacement aigorithm to reduce
the 1/O time associated with writing out pages
to disk. This is achieved by always allocating
paging space at pageout time. If a disk
address is already assigned to a page, that
address is freed and a new one allocated.
Furthermore, a circular allocation algorithm is
used. This means that two pageouts in a row
will most likely be to adjacent locations in
paging space. This concept of “late
allocation” also makes it possible for the
VMM to better know where the disk arm is
located at that moment, and to find the
paging space with the arm closest to it.
Taken together these things tend to reduce
the seek and rotational delays associated with
VMM disk 1/O operations.



Prepaging

When a segment is written out via the purge
page range service, it is probable that the
data in this segment is related; that is, it is
data for a program, or it is a program itself.
When this program runs, it will start page
faulting on the segment that was written out.
Some, or all of these page faults may require
disk reads. Since the pages were placed near
one another on the disk at pageout time, it is
reasonable to assume that in a lightly loaded
system the disk arm would not have to move
much in order to read back all the pages.
This assertion breaks down if some other
disk I/O request is processed between the
faults on the segment, thereby moving the
disk arm away from the area where the
segment resides. In order to counteract this
problem, a *‘prepaging’’ policy is used in the
page fault handler. What this means is that
when the VMM processes a page fault that
requires a disk read to resolve, it will attempt
'to read in pages that are nearby on the disk,
and in the same segment as the one faulted
on. Prepaging will also work for segments
that are mapped to a file system, when the
file system disk blocks are either contiguous,

or close together on disk as is often the case.

Disk Cache

The VMM maintains a write-through disk
cache that is under control of the page
replacement mechanism. This disk cache can
be thought of as a dynamic RAM disk that is
managed by the VMM. Unmodified file system
pages, when released, are placed into the
disk cache. When a page fault occurs that
might require a disk read to resolve, the page
fault handler first looks in the disk cache to
see if the contents of the desired disk
address reside in the cache. If so, that page
is “‘reclaimed”’ from the disk cache, and no
1/O is required. Since cache entries may be

stolen by the page replacement mechanism
when there are no free page frames available,
the size of the disk cache is directly
proportional to the size of real memory and
the level of system activity.

The VRM allows the disk to be accessed via
minidisk manager[1] 1/O operations and via
the VMM. The VRM enforces the following
rules to ensure that the disk cache is
synchronized with minidisk operations. First, a
write to a minidisk may cause an entry to be
purged from the disk cache. Secondly, closing
a minidisk may cause all of the entries in the
disk cache associated with the minidisk to be
purged.

Special Topics

The design of several of the functions
provided by the VMM were greatly influenced
by the virtual machine concept and by specific
attributes of the AIX operating system.

Asynchronous Page Fault Processing

Typically in a paging system a process is
forced to wait until all 1/O required to resolve
a page fault is complete. Other processes are
allowed to execute, but the faulting process
must wait until it can successfully execute the
faulting instruction. This is known as
synchronous page fault processing.

Synchronous page fault processing is not
desirable when a multi-tasking virtual machine
appears as a single process to the VMM. The
multi-tasking virtual machine may have other
tasks that can execute while the faulting task
waits for the page fault to be resolved. The
VRM solves this problem by informing the
virtual machine about page faults via machine
communications interrupts. The VMM
generates a “‘page fault occurred” virtual
interrupt for each page fault and a

corresponding ‘‘page fault cleared” virtual
interrupt when 1/O is complete for the page
fault. This allows the virtual machine the
ability to dispatch another task while the
faulting task waits for the “‘page fault
cleared” virtual interrupt. This is known as
asynchronous page fault processing since the
entire virtual machine is not forced to wait.

Page fault notification virtual interrupts are
under the control of the virtual machine.
Therefore a virtual machine that executes
only a single task can disable page fault
notification interrupts and leave all page fault
processing up to the VMM. Here the virtual
machine’s page faults would be processed
synchronously. Similarly a multi-tasking virtual
machine can disable page fault notification
interrupts in selected critical sections when
preemption is undesirable.

Mapping of Files

Usuaily, the data in a segment does not
persist beyond the execution of a program.
The VMM allows the data contained within a
segment to be associated with files in the
virtual machine’s file system, thus allowing
that data to exist after the execution of a
program. This association of file data with
virtual pages is achieved through mapped
files.

The map page range service is provided to
allow a virtual machine the ability to create a
“one-level store”’ environment or a subset,
such as mapping an individual file. This
service is necessary because neither the
operating system executing in the virtual
machine nor the VRM have the capability by
themselves to map a file. The virtual machine
does not have access to the VMM tables and
the VRM is designed to be independent of the
virtual machine’s file system structure. The
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map page range service provides the virtual
machine the ability to tell the VMM the
relationship between a logical entity, such as
a file, and its location on the disk.

Scheduler Paging Control

Thrashing is a term commonly used to
describe a system that is spending most of
the time paging and little time performing
useful work. The VMM maintains information
in the virtual machine’s page 0 that can be
used by the virtual machine’s scheduler to
detect thrashing. The scheduler can
periodically examine this information to
determine how many concurrent tasks it will
allow to be active.

The scheduler may determine that the system
is thrashing and decide to reduce the number
of active concurrent tasks by quiescing one
or more of them. The VMM purge page range
service provides the scheduler an efficient
method to swap out a task’s current working
set. This can result in the pageout 1/O affinity
benefits discussed earlier. Furthermore, the
task may also benefit from prepaging when it
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Delayed Copy

Typically, the AIX operating system executes
a program by using the fork system call to
copy the process’s address space and the
exec system call to load and execute the
program in the new copy of the address
space. The copying of the address space can
result in unnecessary processing and /O
delays when followed by an exec system call,
since the exec system call will overwrite the
just copied address space with the new
program’s code and data. Therefore, the
VMM'’s copy segment service attempts to
delay copying data until the data is actually
referenced, and with the exception of the
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speed of the operation, the two address
spaces are equivalent to the virtual machine.
The data in the two address spaces need
only be equivalent during the time between
the fork and the exec. Much of the data may
be unreferenced when an exec follows a fork,
and such data is never actually copied.

Conclusion

The VMM simplifies the design of advanced
applications and operating systems, reduces
1/O costs, and complements the hardware’s
ability to support a large virtual address
space. Advanced applications and operating
systems are supported by the following VMM
services:

« Demand Paging in a Virtual Machine
environment

» Asynchronous page fault processing

¢ Mapped files

» Scheduler control information

The cost of VMM disk 1/O is reduced by;

« Pageout 1/O affinity

» Pranasninn
—repaging

« Disk caching

Finally, the VMM meets its major design
objective of supporting a large virtual address
space. The VMM takes advantage of the
inverted page table by defining an external
page table that has very small entries and
that is directly addressable. Backtracking with
careful update allows efficient support of a
pageable external page table. Together, they
greatly reduce the VMM data structure
overhead associated with each page of virtual
memory.
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The IBM RT PC Subroutine Linkage Convention

J.C. O’Quin

Introduction

A subroutine linkage convention is a set of
rules concerning the machine state at
subroutine entry and exit. Because these
rules are generally understood by compiler
writers and assembly language programmers,
it is possible to call separately compiled
functions and get meaningful results. Since
knowledge of these conventions pervades the
system, it is important that they be carefully
evaluated before introducing a machine with a
new instruction set. Mistakes in this area
usually cannot be remedied in future releases.

This paper discusses some important design
decisions reflected in the linkage convention
used by the IBM RT PC system. Details of
this interface are described in section 6 of the
IBM RT PC: Assembler Language Reference
Manual [1]. The initial release provides
compilers for C, FORTRAN, Pascal and
BASIC, which all support this common linkage
convention.

Performance Considerations

The subroutine call mechanism materially
affects system performance. Studies have
shown some UNIX programs spending as
much as 20% of their CPU time in call/return
linkage code [2]. Other factors, such as the
number of registers available for allocation
and optimization can have dramatic second-
order effects on the quality of compiled code.

Good programming style suggests that
programs be decomposed into small routines.
System design should encourage this practice
by providing an efficient call mechanism. This
is particularly important for “‘reduced
instruction set” machines, which emulate
some higher-level instructions in software.
The IBM ROMP microprocessor uses
“extended opcode” subroutines to perform
such functions as storage move, integer
divide, and floating point operations.

A properly designed computer’s performance
is primarily limited by its memory bandwidth
requirements. One effective msthod of
eliminating storage references is to keep
intermediate data in fast CPU registers. The
IBM ROMP microprocessor has 16 general-
purpose registers for this purpose, and
instructions with only register operands are
much faster than those involving storage
references. This is true of all existing
processors to varying degrees. Although
mainframes with very large data caches
provide relatively inexpensive storage
references, their register operations are still
faster. A primary design goal of the RT PC
linkage interface is to minimize the number of
storage references when calling a subroutine.

Function Prologue and Epilogue

When the framesize is less than 32,768 bytes,
the function entry and exit code is very
straightforward:

stm r6, -save(r1) # save modified
non-volatile
regs

# adjust stack
pointer

cal r1, -framesize(r1)

Im r6, framesize-save(r1) # restore caller’s
regs

# branch to
return point
after

# restoring the
,stack pointer

brx ri15

cal r1, framesize(r1)

The “Load Multiple and Store Multiple”
instructions (LM and STM) provide an efficient
mechanism for saving some of the caller’s
registers. By convention, registers r6 through
r14 must be preserved across the call. The
stack pointer register (r1) must also be
restored. This avoids forcing the caller to
reload register variables and temporary data
after every call. Research with the PL.8
compiler has demonstrated the benefits of
preserving some, but not all, registers across
calls.

The called routine will save only the registers
it modifies. If it can perform its entire job
using only registers r0 through r5, no
registers need be saved. If registers r13, r14,
and r15 are modified, but ré through r12 are
unused, then r13 would be specified in the
STM and LM instructions in place of r6.
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Register r1 was chosen for the stack pointer
because the Load Multiple and Store Multiple
instructions address registers from the first
operand through register r15. This means that
these instructions can be used within a
routine without disturbing the stack pointer.
These instructions are particularly valuable for
performing large block moves.

The fact that r1 is not saved and restored
across the call by the STM and LM in the
function prologue and epilogue is no
disadvantage, because the “Compute
Address Lower” instruction (CAL) does the
job more efficiently. In fact, the “Branch
Register with Execute”” (BRX) completely
overlaps restoring the stack pointer with the
instruction fetch for the return branch. If a
subroutine does not require a stack frame, it
need not update r1 at all. This means that
small routines can be coded with no prologue
or epilogue; the minimum call overhead is just
a branch out and a branch back. The system
call interface routines and the ‘‘extended
opcodes’ (such as move and divide) fall into
this category. It is also possible for optimizing
compilers to avoid prologues and epilogues

for some smalii routines.

Note that there is no in-line check for stack
overflow. The IBM RT PC AIX operating
system uses page fault interrupts to detect
overflow. A 256M-byte segment of the
address space is reserved for each process’s
stack. This segment is “inverted”’, meaning
that it grows towards lower-numbered
addresses. The stack segment is
automatically extended on demand, until a
1M-byte limit is reached, at which time the
process receives a memory fault signal.
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Parameter Passing

C Language Compatibility Requirements
Languages that permit a linkage editor to
ensure that actual parameters and formal
parameters agree in number and type
improve not only program reliability, but also
performance, since the parameter passing
mechanism can be tailored to specific
argument types. For example, it would be
possible to pass floating point arguments in
the floating point registers.

Unfortunately, the C language permits actual
parameters to differ from formal parameters
in both number and type. Some C programs
address their arguments as an array in
storage. This is an easy way to handle a
variable number of arguments. The standard
C library function “‘printf” is the archetypal
example of this, but there are others; and
UNIX System V provides a ‘'varargs.h”
include file in the standard distribution, which
tends to encourage people to do this. Even
though this practice can be considered non-
portable, there seem to be enough programs
using it 1o make supporting it worthwhile.

Passing Parameters in Registers

Within a single source program, register
allocation is the compiler’s responsibility,
although C programmers may provide
guidance via “‘register”” declarations. When a
subroutine call occurs, the linkage convention
interacts strongly with register allocation.
Expressions have been evaluated as
arguments for the subroutine. We would like
to pass their values in registers to avoid
storage references in both the caller and the
subroutine.

There is a conflict between our desire to pass
values in the registers and the need to

support programs like “printf”’. This is
resolved by allowing C programs to view their
arguments as a storage array with each
argument aligned to a full-word boundary.
Space for this array is allocated in the stack
by the caller, but it does not store the first
four words in the stack. Instead, these values
are passed in registers r2 through r5. If the
subroutine takes the address of some
parameter, it must store these registers in the
stack space provided. Then normal C pointer
arithmetic will give the expected resuilts.

Some compilers may elect to store all
arguments except those explicitly declared
“register”. This is easy to implement, and
surprisingly effective. Most of the functions in
the standard C library and in the AIX
operating system kernel benefit from this
simple strategy.

The registers selected for passing arguments
are not preserved across function calis
because argument expression values are
often not needed after the call.

Function Values

Function vaiues are returned in a register,
making them available for immediate use in
the enclosing expression. A subtle advantage
is gained by using r2 for this purpose. This
register no longer contains any of the caller's
data, and it is not unusual to pass a function
value as an argument to another subroutine.

Functions return their values according to
type:

« int, long, short, pointer, and char values
are returned (right justified) in r2.

» double values are returned in r2 and r3.



« structures are returned in a buffer allocated
by the caller, the address of which was
passed in r2 as a hidden first parameter.
This means that the first actual parameter
word will be in r3 and that all subsequent
parameters are moved ‘‘down’’ one word.

This structure return scheme has the
advantage of being reentrant. A function
returning a structure can be called recursively
from a signal handler at any time without
mishap. It also permits optimization of
assignment statements such as ‘s = foo(x);
to return the result in the desired location. Its
disadvantage is that a caller who does not
want the returned value cannot omit the
function declaration, since int would be
assumed in that case. The advantages seem
to outweigh this disadvantage. Incompatible
declarations are likely to fail nearly every
time, whereas small timing windows in which
certain types of signal must not be received
are much more difficult to discover and
debug. In practice, these potential
incompatibilities do not seem to cause
trouble.

s

Summary

It is possible to pass parameters in the CPU
registers and still maintain compatibility with C
programs that use techniques like those
provided in “‘varargs.h’. The result is a
speed-up in CPU time for system code of
about 15% compared to an earlier
implementation that passed all parameters in
the stack.

Linkage interface experience on the RT PC
project points out a major benefit of reduced
instruction set machine architectures. Even
after years of research compiling to the
ROMP microprocessor and similar instruction
sets, as late as December 1984, we were

able to gain substantial performance
improvements by further tuning the call
interface. This would have been impossible
had microcode changes to a high-level call
instruction been required.

The fact that the deceptively simple problem
of calling a subroutine turns out to have many
hidden complexities may come as a surprise
to some. The conflicting semantics of various
programming languages make it difficult to
arrive at a final solution to this problem that
can be etched forever in silicon.
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Implementation of a Virtual Terminal Subsystem

D.C. Baker, G.A. Flurry, K.D. Nguyen

Introduction

This article describes the IBM RT PC Virtual
Terminal Manager subsystem, which is part of
the Virtual Resource Manager. The
subsystem provides terminal support for the
RT PC virtual machine environment.

The terminal model for the RT PC must
support the terminal requirements for the AIX
operating system in a virtual machine
environment. The IBM RT PC AIX operating
system requires a ‘‘glass teletype” emulation
such as the Digital Equipment Corporation
VT-100 or the IBM 3161, which is an
enhancement of the original keyboard
send/receive (KSR) teletype. This KSR
terminal model provides support for the AIX
“termio’” model used in the shell and the
maijority of the current teletvpe based
appiications. The modei also must support
other users of the virtual machine
environment such as diagnostics, installation
and various internal test packages. Although
these additional users did not control the
choice of the terminal model, the KSR does
accomodate their requirements.

The KSR terminal model is an ASCII terminal
emulation in the spirit of the ANSI 3.64
standard utilizing a PCASCII code set rather
than the ANSI 3.4/3.41 code sets. The ANSI
3.64 data stream is extended, as specified by
the standard, to support enhanced sound-
generation capability, to handle the flow of
locator events, and to provide various
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controls to switch physical displays, fonts,
and terminal characteristics.

The classic teletype model has several
limitations in the AIX environment. Consider
multiple processes writing to the same
terminal; with the classic teletype model, there
is no guarantee of atomicity in the output
streams. This has caused many unnatural
contraints, most notably, blind background
processing, which is difficult for the user to
monitor. One can envision that the problem is
aggravated by the mulitiple virtual machine
environment provided by the RT PC, where
there is even less possibility for synchronized
use of the terminal.

One way to solve the multi-thread problem is

to add physical devices to the workstation.
I-lt\\ue\v;er’ there are nhuini IS reasons fh_at
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many tasks and/or virtual machines cannot
each have a unique physical terminal. The
cost of multiple displays, keyboards, locators
and other interactive resources prohibits a
profusion of such devices. A workstation
generally restricts the number of devices it
can support due to adapter slot or power
limitations. The facilities (office or desk space,
electrical outlets, etc.) also place obvious
constraints on the number of devices that an
individual can effectively use. Not so obvious
is the inconvenience of the physical
movement and refocusing of concentration
required to use a multiplicity of interactive
devices. Thus, one must conclude that these

devices have to be shared in some fashion to
minimize system cost and maximize operator
convenience.

The existence of multiple thread environments
as described above and the required sharing
of physical interactive resources lead us to
the concept of “‘virtual terminals™ to provide
terminal 1/O in support of multi-tasking for an
operating system running in a single virtual
machine and/or for multiple virtual machines.
By virtual terminals we imply the appearance,
to a virtual machine or several virtual
machines, of more terminals than physically
exist on the workstation.

The implementation of multiple virtual
terminals requires sharing of the available
physical resources needed for interaction with
the user. Obviously, these resources must at
least be time-shared among the virtual
terminals. We considered the implementation
of space sharing of both the input (keyboard
and locator) and output (displays) devices,
resulting in a so-called ‘“‘messy desk’” model.
We rejected the latter for displays because
the significant processing required to support
the “messy desk” is better spent in end-user
application execution. Thus, virtual terminals
simply time-share the physical displays,
resulting in a full-screen virtual terminal
management system. Our implementation of
time sharing in no way restricts application
packages from space sharing the screen of a
single virtual terminal among multiple



processes. As will be described later,
however, we did choose to space-share the
input devices.

The Concept of Virtual Terminals

The concept of terminal virtualization has
advantages classically associated with virtual
resources such as virtual storage or virtual
disks. For discussion, let us consider the
analogy between virtual storage and virtual
terminals:

» A classical virtual storage system gives the
programmer and or user the impression of
having more storage than is physically
present. The concept of virtual terminals
allows the virtual machines the impression
that there are considerably more display
devices than are physically present, that
there are more input devices than are
physically present and that these devices
have different characteristics than the
physical devices.

+ Virtual storage relieves the programmer of
clumsy mechanisms, such as overlays, for
dealing with limited physical resource.
Virtua!l terminals relieve the programmer of
developing his or her own mechanisms for
dealing with the limitations of the actual
resources.

« In a virtual storage system, programs can
be written to be independent of the
specifics of the physical resource, such as
the size of primary storage, types and
formats of secondary storage devices, etc.
With virtual terminals, a program can be
written to be independent of the specifics of
physical terminal devices, for example,
display buffer organizations, presence of
optional input devices, etc.

Virtual Terminal Manager Subsystem
Structure

Figure 1 shows a simplified conceptual model
of the Virtual Terminal Manager. It consists of
a supervisor, a Keyboard Device Driver
(KDD), a Locator Device Driver (LDD), a
Sound Device Driver (SDD), a Display Device
Driver (DDD), and multiple virtual terminals.

Each virtual terminal embodies the
characteristics of a single keyboard
send/receive terminal. That is, it recognizes
and processes the data stream received from
the virtual machine causing the requested
actions to occur, for example, move the
cursor or draw characters onto the virtual
display, insert or delete lines, clear the
screen, or change the attributes with which
characters are rendered. In addition to these
actions, the outbound data stream can cause
the generation of sequences of continuous
tone sounds or cause the virtual display to be
rendered on any of the available physical
displays.

A virtual terminal receives input from a virtual
keyboard and/or a virtual locator; it outputs to
a virtual display. Thus, the virtual terminal can
always expect to get input from its virtual
input devices and can always output to its
virtual display. These virtual devices may or
may not have physical devices allocated to
them, however, so the virtual terminal may
not actually get input or write to a physical
display. As each virtual terminal recognizes
and processes the data stream inbound from
the keyboard, it can, if requested,
automatically echo various characters and
simple functions back to its virtual display.

The virtual terminal has a special mode of
operation in which it handles virtualized input
in an essentially normal way but relinquishes

Virtual
Terminal Virtual
Supervisor Terminal
Virtual
Resource | Screen | | Mode Device
Controller Manager Processor Driver
— 1
Locator DD | Sound DD
Keyboard Display
»-| Device Device
Driver Driver

Figure 1 Virtual Terminal Manager structure

all physical display control to the application
environment. In this mode, application
programs can enjoy a very short path to the
physical display and can implement, if they
choose, arbitrarily complex graphics rendering
algorithms, character algorithms, etc. The
purpose of this mode is twofold. First, it
allows the functional content of the base
virtual terminal subsystem to be enhanced.
Second, it reduces the performance overhead
associated with device-independent display
virtualization.

The supervisor comprises two components:
the resource controiler and the screen
manager. The resource controller initializes
and terminates the subsystem, allows a virtual
machine to query and modify the
configuration and characteristics of the
interactive devices (the real terminal) available
to the user, and allocates and deallocates the
system resources required for the operation
of a virtual terminal as it is opened and
closed.

The screen manager is the analog of the
paging supervisor in a virtual storage system.
It performs the allocation of physical devices
to the virtual devices used by the virtual
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terminals. The screen manager, in conjunction
with the keyboard and locator device drivers,
implements the time and space sharing
required to virtualize these input devices. For
example, we partition the physical keyboard
into two subsets, termed logical keyboards.
The first of the logical keyboards (the
alphanumeric keys, the function keys, and
their shifted states) is allocated at all times to
one and only one of the virtual keyboards
used by the virtual terminals; the other logical
keyboard (the shifted states of the Action key)
is reserved for the screen manager. In a
similar manner, the screen manager, in
cooperation with the display device driver,
implements the space sharing required to
virtualize a display. At any time, the display is
allocated to one and only one of the virtual
displays used by the virtual terminals.

The screen manager allocates all the physical
devices en masse to the virtual devices of the
“‘active” virtual terminal; that is, the virtual
terminal with which the user may interact. The
active virtual terminal can actually get input
and produce output on a display. The screen
manager also provides for reallocation of the
physical resources. The impetus for ’
reallocation results from either user requests
(via the logical keyboard, or a similar logical
mouse, allocated to the screen manager) or
application requests. It involves deallocating
the resources from the currently active virtual
terminal and the allocation to the newly active
virtual terminal. This allocation requires the
cooperation of both virtual terminals. As
mentioned above, the participation of the
device drivers ensures synchronization of
events such as keystrokes and work request
acknowledgments.

It is important to note that while a single

virtual terminal is restricted to a single
physical display at any one instant, the
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coliection of virtual terminals is not. The
virtual terminal subsystem supports up to four
physical displays and any virtual terminal may
use any one of the four at any instant. This
restriction is due to the number of expansion
slots in the hardware rather than an
architectural restriction of the Virtual Terminal
Manager subsystem.

Resource Management

The virtual terminal supervisor provides for
changing the physical environment. Global
changes affect all virtual terminals. For
instance, a virtual machine may add or delete
physical displays, add a locator, a sound
device or fonts, and change the physical
characteristics of the keyboard and locator.

Local changes affect only a single virtual
terminal. Applications effect these changes
through the data stream sent to their virtual
terminals. Applications may change the
current font, the current physical display and
various mappings and defauit operating
characteristics. Additionally, we provide an
escape mechanism to allow the application to
release 3 display on a local terminal basis for
direct access to the dispiay adapter.

Conclusion

The virtual terminal system just described is
deliberately restricted in order to reserve
processing resources for application tasks.
These restrictions take the following form:

« No support for a multi-window, space-
sharing approach to physical display
resource allocation

« No built-in graphics or paint program
support

« Primitive resource allocation via the virtual
terminal supervisor.

The above restrictions enabled us to
implement a virtual terminal system with the
following desirable characteristics:

» Multiple interactive threads with near single-
terminal performance

+ Physical-device-independent terminal model

« Appilication escape for direct physical
display access.

The result is a virtual terminal environment
compatible with existing applications and
capable of supporting new, more
sophisticated applications.



Use of a Coprocessor for Emulating the PC AT

John W. lrwin

Introduction

The IBM RT PC workstation, based on the
ROMP processor, is a significant departure
from previous small computer architectures
and cannot run object code assembled or
compiled for older processors.[1] Users who
are moving up to the RT PC from the IBM
Personal Computer (PC) may wish to continue
using their present software library for
reasons of economy and familiarity. Some
existing software for the PC may never be
rewritten for the new processor, particularly
software that was originally written in
assembler. The PC AT coprocessor was
developed to provide continued use of such
PC software products, including the popular
editor and spreadsheet packages.

Even after most PC software is ported to the
RT PC, the vast support network of
programming expertise, publications, and
programs that exists today for the PC AT may
never be equalled for the RT PC. The PC AT
coprocessor makes this base of support
immediately available to the RT PC user by
emulating the IBM PC AT within the RT PC
architecture.

Critical to the use of Personal Computer
software in the RT PC was the development
of coprocessor hardware for the purpose of
protecting the system against improperly
written PC code and for sharing system
resources between the ROMP and the
coprocessor. When properly supported by a
ROMP software driver, the result is a safe

and accurate emulation of the PC AT over a
wide variety of RT PC configurations.[2]

The System Environment of the Coprocessor
The PC AT coprocessor card was designed
as a feature card for the RT PC Input/Output
(1/0O) channel.[3] The Intel 80286 runs
simultaneously with the host ROMP
processor, appears to the user as a PC AT,
and can use the RT PC diskette drive or
assigned minidisks in the RT PC disk space.
The keyboard and display(s) are time-shared
between the two processors under control of
the ROMP.

The 1/O channel in the RT PC is separate
from the processor channel and is attached to
the ROMP processor by an 1/O Channel
Converter (IOCC) as shown in Figure 1. The
1/0 channel is physically identical to the PC
AT channel, has compatible signal timing, and
will accept most 16-bit PC AT adapter cards
and many 8-bit PC AT adapter cards. The 1/O
channel does not support ROMP memory
access and therefore has unused bandwidth
to support the coprocessor.

Like the other members of the PC AT family,
the coprocessor will attempt to load and run
any diskette the user places in the diskette
drive. Neither the coprocessor nor the ROMP
has any control over what code will be
executed. Such “unfriendly” code may not
follow approved access procedures to the 1/O
controliers, preserve critical memory
locations, or share 1/O devices such as the

keyboard and display. A combined hardware/
software protection system safely isolates
such unfriendly code from the balance of the
system.

Many adapter cards that may be installed on
the RT PC 1I/O channel may not have existed
when the PC AT code was written. An
example is an all-points-addressable (APA)
display adapter. The same coprocessor
hardware that protects the system against
improperly written PC code and supports the
sharing of system resources between the
coprocessor and the ROMP is used by ROMP
host software to emulate current PC AT
adapters while using the new adapters.

Hardware Design Features

The coprocessor is packaged on a PC AT
form factor adapter card. The heart of the PC
AT system board is duplicated in the
coprocessor architecture in that 65,536
distinct 1/O addresses are possible using a
16-bit subset of the 24 1/O channel address
lines. Within this address space, 80286
access must be limited to those I/O devices
assigned to the coprocessor while access is
blocked to those devices assigned to the
ROMP. This is accomplished by an 8192 by
1-bit Random Access Memory (RAM) on the
coprocessor card, which can be written to
only by the ROMP. During 1/O operations by
the coprocessor, the trap RAM is addressed
by the 80286 I/O address lines A15-A3, so
that the corresponding access bit is read from
the RAM. In the trap RAM, each bit controls
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access to a group of eight 1/O addresses. As
shown on Figure 2A, if the bit is on, the
coprocessor can access the device normally,
otherwise the coprocessor access is trapped
and one of several conditions may exist:

1. The device does not exist on the system.

2. The device is currently assigned to the
ROMP. For instance, the printer might
currently be in use by the ROMP and
unavailable to the coprocessor.

3. The device may exist in a different form
than expected by the coprocessor code
and the ROMP will emulate the device
expected by the coprocessor. The
keyboard is an example.

4. The device is assigned to the
coprocessor, but the ROMP must track all
changes made to the device by the
coprocessor. A time-shared display
adapter is an example.

-
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5. The device address is being used as a
parameter passing port to synchronize
operations between the coprocessor and
the ROMP. The diagnostics use this
mechanism.

When an 1/O trap occurs, the coprocessor is
stopped Dy asseriion of the NOT-READY iine.
The coprocessor card 1/O channel drivers are
turned off so that the ROMP can use the
channel to access the coprocessor trap and
filter registers and other 1/O devices needed
to emulate the addressed I/O device. The
ROMP can set up the coprocessor to issue
an interrupt whenever an 1/O trap occurs.

The ROMP responds to an I/O trap by
reading the flag register of the coprocessor
where individual bits show 1/O read trap, /O
write trap, and the 1/O access width (8 or 16
bits). If the trapped operation is an 1/O write,
the ROMP reads the coprocessor trap
address and trap data registers and emulates
the hardware device. The ROMP read of the
coprocessor trap data register releases the

coprocessor for further operation. If the
trapped operation is an 1/O read, the ROMP
must read the trap address register, calculate
the emulated response to the read, then write
that response to the coprocessor data
register. The ROMP write to the data register
releases the coprocessor for further
operation.

interrupt Filtering

The I/O channel interrupt lines are shared by
both processors and certain conditions must
be met for the system to operate:

1. The coprocessor must not respond to
interrupts from I/O devices assigned to
the ROMP. The code running in the
coprocessor cannot be controlled;
therefore, such interrupts must be
blocked by hardware.

2. The coprocessor must have free access
to interrupts from 1/O devices assigned to
it.

3. The ROMP must force interrupts to the
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emulated devices.

The coprocessor card contains two 16-bit
registers for interrupt control as shown in
Figure 2B. One register is used to mask 1/O
channel interrupts to the coprocessor, the
other register is used to force interrupts to
the coprocessor. By the manipulation of these
two registers, the ROMP completely controls
the interrupt environment of the coprocessor.

The interrupt mask register contains a bit for
each 1/O channel interrupt line. If the bit is set
by the ROMP, that 1/O channel interrupt is
gated to the interrupt controller, otherwise the
I/0 channel interrupt is blocked and cannot
affect the operation of the coprocessor.



The interrupt force register contains a bit for
each channel interrupt. If a bit is set by the
ROMP, the corresponding interrupt is
asserted. Additional register bits are provided
to force the keyboard and non-maskable
interrupts (NMI) to the 80286 since these
interrupts do not appear on the channel.

Sharing Video Resources

The problem of sharing or emulating video
adapters is made difficult by the variety of
video configurations that are supported by the
PC AT code and the different set of display
options available in the RT PC. Video sharing
or emulation is accomplished by a
combination of ROMP code and video filter
logic on the coprocessor card.

If the user prefers to have a display dedicated
to the coprocessor, any PC AT compatible
display may be plugged into the channel for
this purpose, provided that there are no
address conflicts with displays assigned to
the ROMP. The 1/O filters and traps are set
by the ROMP to allow the coprocessor
access to the coprocessor display and to
prevent access to the ROMP display(s).

A lower cost configuration is a display time-
shared between the ROMP and the
coprocessor, under operator control through
the keyboard. To properly restore the display
when the coprocessor regains control, the
ROMP must keep a record of coprocessor
video actions occurring during the time the
ROMP is using the display. Control actions to
the display adapter are trapped and recorded
using the 1/O traps. The memory mapped
video buffer is recorded by video buffer
relocation hardware as shown in Figure 2C.

in the PC AT memory map there are 128K
bytes assigned to video buffers. At address
0A0000h, there are 64K bytes assigned to the
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Figure 2 1/O Traps and Filters

Enhanced Graphics Adapter (EGA). At
0B000ON, there are 32K bytes assigned to the
monochrome adapter and also used by the
EGA. At 0B8000h, there are 32K bytes

buffer

assigned to the Color Graphics Adapter (CGA)
and also used by the EGA. The coprocessor
hardware can distinguish these ranges and
process accesses to each range separately.
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The ROMP writes to a control register on the
coprocessor card to set each buffer address
range to one of four modes:

1. Assigned to the coprocessor
2. Made invisible
3. Relocated into a memory buffer

4. Relocated into a memory buffer and the
addresses of the buffered data queued.

When a display is assigned to the
coprocessor, the traps and relocation
hardware for the corresponding address
range are turned off.

When a display range is made invisible, I/O
reads and writes are trapped, reads and
writes to the video buffer are suppressed,
and the coprocessor is thus prevented from
interfering with displays assigned to the
ROMP.

When the installed display adapter is one of
the common adapiers used by the PC Tamily,
display control is not difficult. Control
becomes much more difficult when the
installed display adapter is not supported by
the code running in the coprocessor (an APA
display) or when the processor display output
is mapped into a window on a shared display.
In these instances, the ROMP must translate
the virtual video buffer to the display.

When the ROMP translates the virtual buffer
to a display (Figure 3A), the ROMP code must
know when the video buffer has been
changed by the coprocessor. This may be
accomplished by using interrupts or by
polling. When the coprocessor display activity
is low, the ROMP allows a coprocessor
interrupt to occur whenever a buffer write
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occurs. This interrupt is issued without
stopping the coprocessor. Since display
updates tend to occur in bursts, the interrupt
is masked off during periods of high display
activity and the ROMP then polls periodically
for buffer changes.

The display may have a different pel density
or pel aspect ratio than the display supported
by the coprocessor code, so considerable
processing is required to map the virtual
buffer to the screen. If the ROMP had to
refresh the entire screen each time a change
was made by the coprocessor, emulation
performance would be entirely unacceptable.
For instance, the coprocessor update of the
time of day on the screen might frequently
write a single character to the screen. If the
ROMP could not easily determine which
characters were changed, this action could
result in an unacceptable ROMP processing
load to examine the entire buffer for changes
or to recalculate the entire screen. Either
method would require processing several
thousand bytes of buffer data to make the
single-byte change.

The video address queuing performance aid
is used to inform the ROMP exactly which
buffer bytes have been changed so that
minimum buffer data has to be processed.
This performance aid yields as much as a
100,000 to 1 performance improvement.

The queue is a memory area assigned by the
ROMP (Figure 3B) that is organized as a
circular buffer. The low-order address of the
circular queue is provided by a counter on the
coprocessor card and the queue size can be
set to 1024, 2048, or 4096 entries. When
relocation with queuing is selected, the
coprocessor card logic inserts a hardware-
generated memory write cycle immediately
after each write to the virtual video buffer.
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Figure 3 Video Relocation and Queuing

The low-order 16 bits of the video address
are written into the queue area in memory
and the hardware quéue input counier is
advanced. The input counter (queue tail) is
read by the ROMP, the data translated, and
the output register (queue head) is advanced
by the ROMP. An interrupt informs the ROMP
when the queue overflows during scrolling or
clearing the screen. When overflow occurs,
the ROMP resets the queue pointers and
regenerates the entire screen.

Bus Arbitration

The separate memory and 1/O channels of the
RT PC system relieve the /O channel of the
ROMP instruction and data fetch load so that
the channel is lightly loaded when the
coprocessor is not running, averaging about
10% usage. The coprocessor, when running,



can use about 90% of the available bus
cycles or all the available bandwidth.

An additional Direct Memory Access (DMA)
channel, using a special arbitration method,
was added to the system board logic to
service the coprocessor. In the channel
socket assigned to the coprocessor, the pins
normally connected to DMA channel 7 are,
instead, connected to the special arbitration
logic, DMA channel 8. Where the
acknowledgment to normal DMA channel
requests grant the channel to a secondary
master for an indefinite length of time, the
special coprocessor arbitration grants the
channel to the coprocessor only until another
user (or memory refresh) requires service. At
that time, the acknowledge signal for the
coprocessor is dropped by the arbitration
logic to signal the coprocessor to vacate the
channel at the next possible point in the
cycle. The coprocessor drops the request and
master lines to release the channe!l and then
immediately requests service again to recover
the channel when it is free. The coprocessor
DMA channel is the lowest priority, below
ROMP Programmed 1/O (P1O), refresh, and all
other DMA channels, so that other channel
activity is affected very little by the
coprocessor.

System Memory Versus Channel Memory

If channel memory is not installed, the
coprocessor uses system memory that is
pinned by the VRM and will not be paged out.
This is the most economical coprocessor
configuration, but not the best performing
one. Because of the long access path from
the coprocessor to system memory, the
coprocessor performs only slightly better than
the PC XT and affects ROMP performance by
memory and 1/O channel interference. If
better coprocessor performance is required, a
512K, 16-bit, PC AT channel memory card

can be installed at address 0 and additional
memory cards may be installed above one
megabyte.

At the time of coprocessor initiation, the
ROMP code tests for the presence of channel
memory at channel address 0 and again at
one megabyte. If memory is found at either
location, all contiguous channel memory is
used by the coprocessor. With most of the
coprocessor memory access cycles taken
from the one wait-state channel memory, the
coprocessor performance approaches PC AT
performance. There is less system memory
contention with the ROMP, so that ROMP
performance is increased as well.

Conclusions

The RT PC’s PC AT coprocessor card with its
ROMP programming support represents an
ambitious attempt to emulate a specific
machine environment within a machine of
radically different architecture. This aim has
succeeded to the degree that, except for
processing speed, the user cannot ordinarily
distinguish the coprocessor from an actual
PC AT. The most important new features of
the coprocessor are the ability to provide true
concurrent processing with system protection
against unfriendly coprocessor code and the
combination of coprocessor hardware and
ROMP software that provides flexibility in 1/O
adapter and 1/O channel or system memory
allocation. Future expansion is provided by
the ability to emulate PC AT adapters using
new RT PC adapters or future I/O device
adapters not known to the original writers of
the PC code. In addition, the coprocessor
features special arbitration for increased I/O
channel performance.
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Coprocessor Software Support

Rajan Krishnamurty and Terry Mothersole

Introduction

Compatibility with existing applications that
run on the IBM Personal Computer AT was
deemed to be a significant enhancement to
the RT PC ROMP-based product. The IBM
RT PC Personal Computer AT Coprocessor
Services LPP provides the user with a means
to run PC applications on the IBM RT PC
Personal Computer AT Coprocessor card in a
way that is essentially the same as their
execution on a PC AT. The coprocessor card
consists of an Intel 80286 processor and
hardware support to allow PC AT applications
to be executed concurrently with ROMP
applications[1]. Coprocessor software support
includes ROMP code executing in the Virtual
Resource Manager, which provides several
levels of device support and virtual terminal
ring support with ROMP virtual terminals.
Also, the Coprocessor LPP includes AIX Shell
code to allow the user to configure the PC AT
environment and start/end a coprocessor
session.

System Environment

The AT Coprocessor Services LPP, when
installed on the RT PC, allows the PC AT
coprocessor to run concurrently with the
native ROMP processor. The coprocessor
card is attached to the 1/O channel. Figure 1
shows the PC AT coprocessor system
environment and Figure 2 shows the
coprocessor software support. VRM software
running on ROMP, with the aid of trap logic
on the coprocessor card, protects the RT PC
base operating system from applications
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Figure 1  Coprocessor environment

running on the coprocessor. Most of the
challenge of incorporating the coprocessor
was the allocation of memory, sharing of
devices, supporting displays that are not
supported by the PC AT, and monitoring 1/O
accesses in the creation of a PC AT
environment.

An AIX command, PCSTART, is provided to
the user to tailor the configuration of the
PC AT environment. PCSTART allows the

user to select a combination of system
resources that are to be attached to the
coprocessor. The user may optionally save
this configuration in a default profile to be
used in future initiations of the coprocessor.
PCSTART also provides a prompting mode
for the casual user, in which the user is first
shown the current default value for a
parameter and has the option to alter its
value.

There is no memory on the coprocessor card,
sO memory is provided as a mixture of
system memory and I/O channel-attached
memory. Memory is first allocated from the
cards plugged into the 1/O channel. If there is
not enough channel-attached memory (there
might not be any), the rest is provided from
ROMP system memory and pinned to prevent
page faults. This is accomplished by setting
up the IOCC to convert the 1/O channel
addresses to the appropriate virtual
addresses. The virtual addresses use the
MMU segment register that is dedicated for
1/O device access to system memory.
Channel-attached memory must begin at
address 0 and be continuous if it is to be
recognized and used by the coprocessor. The
amount of system memory that is available to
the coprocessor depends upon how much is
left after VRM and the operating system have
met their requirements.

Devices connected to the 1/O channel are
supported in different ways, depending on the
specific attributes of the device. The following
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Figure 2 Co-Processor Software Structure

definitions describe the range of device
support:

ROMP only — the device is available only
to the ROMP.

Shared — a device is shared when it can
either be accessed by both processors
concurrently (e.g., disk, DMA) or can be
dynamically switched between them (e.g.,
the display). Device sharing is accomplished
by allowing only the ROMP to issue the 1/O
commands to the device.

Dedicated — the device is allocated to the
coprocessor for the duration of the

coprocessor session. If the device is

PC AT-compatible (e.g., planar serial ports),
coprocessor accesses to it go directly to
that device with no ROMP intervention. If
the device is not PC AT-compatible,
coprocessor accesses to it are trapped and
emulated by the ROMP.

Coprocessor only — available only to the
coprocessor. Either the ROMP is unable to
get to it or the device is never allocated to
the ROMP.

Figure 3 shows the ways in which the various
supported devices are treated.

by trapping all coprocessor accesses to the
disk. Coprocessor support code performs the
data transfers using the minidisk manager
and then sends acknowledgments back to the
coprocessor.

Terminal Support: Displays

The RT PC display support plan includes

PC AT supported display adapters and new
RT PC adapters that are unknown to the PC
family product line. Given that the
coprocessor option could reside on any

RT PC display configuration, code and
hardware were required to supply the
coprocessor user with various display support
possibilities in order to run PC applications on
a non-PC supported display adapter. Thus,
the coprocessor user has two display
configuration options available: dedicated

143



mode, which aliows the coprocessor to
access the display adapter directly; and
monitored mode, which prevents the
coprocessor from accessing the adapter
directly, while allowing the coprocessor virtual
terminal to be in the ring of virtual terminals
supported by the Virtual Terminal Manager[2].

Allowing the coprocessor to run a PC-
supported system display adapter in
dedicated mode (with channel-attached
memory) gives the user up to 80% of the
performance of the PC AT since there is no
intermediate device driver trapping/emulating
the I/O address range or relocating the video
memory. The only Release 1 displays that this
mode can be used with are the IBM Personal
Computer Monochrome Display Adapter and
the Enhanced Color Graphics Display
Adapter. The APA8 can only be run dedicated
if a future PC application is written that
supports it. In any case, the APA8 in
dedicated mode is not supported as the
primary coprocessor display.

Depending on the display utilization by ROMP
virtual terminals, dedicated mode is formally
defined as “‘direct” or “allocated:”

+ If ROMP had a virtual terminal opened on
the requested system display at the time
the coprocessor was started, then the
display is configured in *‘direct’” access
mode. In this mode, the virtual terminal
does not provide a device-driver interface
that monitors the state of the adapter at all
times (I/O and video buffer). The only way
for the user to access the next ROMP
virtual terminal in the ring is to terminate
the coprocessor virtual terminal session by
use of a special key sequence (CNTL-ALT-
ACTION). This prevents the user from
terminating the coprocessor session
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inadvertently with the ALT-ACTION hot-key
sequence.

 If ROMP did not have an open virtual
terminal on the requested system display,
then the display is “‘allocated’ to the
coprocessor for the duration of its session.
In this mode, the user can traverse the
virtual terminal ring without ending the
coprocessor session.

The user is unaware that the display is
configured as dedicated/direct or dedicated/
allocated, and the performance is the same.
Note: If the system display can be allocated
to the coprocessor (as opposed to direct), it
will be, so as to enable the user to hot key to
other virtual terminals.

If a PC AT-supported system display cannot
be allocated to the coprocessor, or if the user
wishes to emulate the PC Monochrome
adapter or PC Color Graphics display adapter
on the APAS, the system display can be
configured to be shared with ROMP in a
display access mode referred to as
“monitored.” All I/O commands from the
coprocessor are trapped and saved, to allow
the display adapter state to be restored when
control is returned to the coprocessor. When
the display adapter is the PC Monochrome or
the Enhanced Color Graphics Adapter, the
video buffer is accessed directly by the
coprocessor. When the display adapter is the
APAS8, video buffer accesses are relocated to
system memory and the APAS virtual display
driver is used to update the screen. This
mode also frees the display adapter so that
ROMP can open new virtual terminals on it.
Control of the requested system display
adapter is switched to the coprocessor when
its virtual terminal becomes active via the
ALT-ACTION hot-key sequence.

Coprocessor support of the APA8 was the
major driving force behind providing a display
access mode that would allow sharing display
devices between ROMP and the coprocessor.
The coprocessor virtual terminal mode
processor utilizes the same VRM virtual
display driver (VDD) interface that other virtual
terminals do, to emulate the PC Monochrome
Adapter and the PC Color Graphics Adapter.
Emulation of the graphics modes involved a
great amount of transformations on the video
pel buffer. Emulation details are outlined
below:

 Color text emulation is supported on the
APA8. However, the color select register is
ignored since this adapter is monochrome.
Text characters are built up into text lines,
while the color attributes are ignored. This
allows an application that switches between
text and graphics to operate on this one
adapter, without requiring the user to
configure in two displays to support the two
different modes.

« The pel resolution and the pel aspect ratio
of the PC Color Graphics Display Adapter
differs from the APAS8. Converting a
graphics image built for a 640 x 200
resolution display with a pel ratio of 2:1, to
a 720 x 512 high-res display with a pel ratio
of 1:1 was accomplished with a simple and
fast algorithm that duplicated scan rows to
create a 640 x 400 image. Basically, the
algorithm squared off the rectangular pel
ratio of the PC color graphics image, in
order to proportion the image onto the
square pel ratio of the APA8. The resulting
image was then centered onto the APA8
screen with a border around it.

+ To support an application operating in 320
x 200 medium resolution color graphics
mode, four different shades of gray are



provided, by a “'half-toning”’ method, to
simulate the four selected colors. On a
Color Graphics Display Adapter (CGA), two
bits describe a logical pel unit, which
consists of two physical screen pels. With
the scan rows duplicated as in high-
resolution (640 x 200) mode, this creates a
640 x 400 image with a square logical pel
unit of four physical pels. The four pels
comprising the logical pel unit are turned on
or off to produce one of four shades (i.e.,
black, dark gray, light gray, white). As an
example, with all pels turned on, the color
produced is white. With two diagonal pels
turned on, the color produced is a light

gray.

The coprocessor may have use of more than
one display, but it can use only one ROMP
system display on which a virtual terminal
exists. Other displays can be ROMP displays
that can be allocated to the coprocessor or
coprocessor-only display devices such as the
PC Color Graphics Adapter. The PCSTART
command monitors the system usage of the
available system displays and only allows a
valid coprocessor environment to be set up.

Terminal Support: Keyboard

The keyboard on RT PC is a shared device
between the ROMP processor and the
coprocessor. Residing in the VRM
coprocessor terminal support code are a
device driver and a mode processor that
provide a PC AT 8042 keyboard controller
interface to the coprocessor. The mode
processor takes in RT PC key positions from
the VRM keyboard device driver, translates
them to PC or PC AT scan codes, places
them in a simulated keyboard buffer, and then
generates an interrupt to the coprocessor.
The scan code sets for PC and for PC AT are
stored in a structure indexed by the type of
the emulated keyboard. The simulated

keyboard buffer is a 16-byte FIFO queue with
a 17th byte for overrun.

The keyboard layout of the RT PC keys is a
superset of a PC AT keyboard. It contains all
of the engravings resident on a PC AT
keyboard, while some of them have been
moved or duplicated to other key positions.
For example, the new set of cursor motion
keys and edit keys (INS, DEL, PAGE UP,
PAGE DOWN, HOME, and END), will be
translated as engraved, without numbers. The
coprocessor virtual terminal will maintain state
flags for the NUMLOCK and the SHIFT keys,
as well as for the CAPSLOCK, SCROLL
LOCK, CTRL, and ALT. Depending on the
combined state of the NUMLOCK and the
SHIFT, SHIFT make/breaks may be sent
around the scan codes for the new native
cursor motion and edit keys, in order to force
the engraved key translation.

From a system perspective, the coprocessor
mode processor works with the VRM
keyboard device driver in raw mode, receiving
all makes and breaks of keys. During virtual
terminal transitions, the break of keys may be
sent to the next active terminal. Since the
mode processor keeps track of the control/
shift keys, it can send break scan codes
appropriately. The mode processor also traps
the situation where the user wishes to
terminate the coprocessor session with the
CNTL-ALT-ACTION key sequence. This
simulates the user entering the PCEND
command in the AIX operating system.

Disk Emulation

The fixed disk devices on the RT PC are
divided into logical minidisks that are
managed by the minidisk manager. PC AT
fixed disks are emulated through the use of
minidisks. Up to two minidisks can be
allocated to the coprocessor during a given

session. The only interface to the fixed disk
from the coprocessor is through BIOS. Any
attempts to issue 1/O instructions to the
physical disk addresses are trapped by the
coprocessor card and are interpreted as
unallocated device accesses.

Async Redirection

There exists a coprocessor async device
driver that will emulate serial port functions of
the PC AT serial/parallel card on the native
RT PC planar serial ports (RT PC model 6150
only) which are Zilog Z8530 based. 1/O
between the coprocessor and the PC AT
Serial/Parallel card (National 8250) is
redirected to one of the two planar async
ports. Control information being sent will be
translated from the PC AT Serial/Parallel card
format to the planar serial port format and
redirected to the async ports on the planar.
Data bytes containing control information
being received from the async ports on the
planar will be translated from the planar serial
port format to the PC AT serial port format
and redirected to the coprocessor.

All PC AT serial port commands are emulated
on the planar ports except stuck parity and
diagnostic loop mode.

Summary

The RT PC AT Coprocessor Services LPP
provides PC compatibility to the user,
complete with device-monitoring features to
emulate an IBM PC AT environment.

There are known incompatibilities that exist
due to hardware restrictions, or to limited
software emulation capabilities:

1. (Mini)disk access supported through BIOS

interface only. All BIOS calls are
supported except formatting a disk,
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initializing drive pair characteristics, read
long, and write long.

2. Code dependent on instruction execution
timing may cause unpredictable results.

3. Some 6845 display controller commands
and some PC color graphics modes are
not supported on the APAS.

4. Enhanced Color Graphics Adapter high-
resolution modes are supported only on
the Enhanced Color Display in dedicated
mode.

5. Partial DMA support.

Even with the known restrictions, the AT
Coprocessor LPP provides the RT PC user
with the ability to run PC applications
concurrently with ROMP virtual terminals. The
simulated PC AT environment is made
virtually transparent to the user after
configuration time and allows system devices
to be shared by both processors.
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PC DOS Emulation in the AIX Environment

Leonard F. Brissette, Roy A. Clauson, Jack E. Olson

Introduction

This article describes the major features of
the PC DOS emulation functions that are a
part of the IBM RT PC AIX operating system.
The widespread acceptance of the IBM PC
and the DOS operating system mandated that
a user interface with a similar set of DOS
functions be part of the RT PC AIX. These
functions allow the existing PC DOS user to
easily move up to the higher performance and
capacity of the RT PC with minimal re-
training. The nature of the AIX operating
system allows a single RT PC to concurrently
support multiple PC DOS emulation users,
hence an apparent “‘multi-tasking” DOS. The
PC DOS emulation functions are provided by
two major piéces; the RT PC AIX DOS Shell
and the RT PC AIX DOS File Access Method.

The RT PC AIX DOS Shell Interface

The RT PC AIX DOS Shell (hereafter referred
to as the “DOS Shell’) provides a more
friendly alternative user interface to the
traditional UNIX Shells. It allows a user to
manipulate “UNIX” files on AIX file systems
and “DOS” files on diskettes or RT PC
minidisks. It is an emulation of most of the PC
DOS 3.0 functions, using identical command
syntax. Those functions not emulated are PC
DOS or hardware specific.

The DOS Shell allows for PC DOS batch file
execution and also emulates the line editing
functions provided by PC DOS. An escape
mechanism is provided (via a prefix of ‘') to
allow a user to execute an AIX Shell

command without having to exit the DOS
Shell and then restart it.

Figure 1 shows one instance of a DOS Shell
and its relationship to the rest of the system.
At “login”, a user’s AIX .profile file can
specify “‘dos’’ and the DOS Shell will
automatically be invoked for the user. Using
this procedure makes the system look entirely
“DOS” to the user, except for the login.
Environment variables are used to define the
relationship between DOS Shell “logical
devices’ like A:, LPT1:, etc., and the system’s
resources. These environment variables may
be individually overridden by placing the
override information in the user’s .profile file.
Thus, each DOS user on the system can
customize his or her own DOS environment.

A user may also place an “‘autoexec.bat’” file
in the A: drive, and at “login” time this batch
file will be executed just as in DOS.

The DOS Shell uses the DOS File Access
Method set of routines in the DOS library to
access user files. These routines allow
transparent access to either an AlX file
system or a DOS file system and will be
discussed in the next section. The DOS file
system may have been created for use by the
PC AT coprocessor feature. Thus, data
objects created or processed on the
coprocessor may also be processed by native
running RT PC applications, though not
concurrently.

DOS Library
_profile DOS User
File Application
DOS Access Space
Shell Method
AIX Kernel API
) TTY Device Driver
Fixed Floppy Printer
Disk Disk DD
(hd) (fd) HFT ASYNC
DD DD
VMI
DOS FS AIX FS

-
AIX DOSs
=) Lo L

Figure 1 PC DOS Emulation Component Relationships

Application programs written for the RT PC
system may be executed from the DOS Shell.
These programs may be stored in either AlIX
or DOS file systems. The system searches for
these programs starting in directory fusr/dos,
then in the user’s current directory, and then
in each directory specified by the PATH list.

The DOS Shell was implemented as a
separate shell, rather than using the “link”’
command, because of the difference in
semantics between the DOS Shell special
characters (? and *) and the AIX shell
metacharacters. The DOS Shell parses the
command line input following PC DOS rules
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and passes the parsed/expanded parameters
to RT PC AiX programs in the conventional
AIX format of argc, argv values.

The RT PC DOS File Access Method

Many existing PC DOS applications create
data files in the form of data bases,
spreadsheet models, and various forms of
text documents. In an attempt to build upon
the existing customer base, the need was
recognized for easy migration of that data to
the RT PC, as well as easy use of PC
application data in a mixed PC and RT PC
environment. Although file conversion utilities
are provided for some files, it was felt that
many applications may want to use the same
format of data on both PC’s and on the

RT PC.

The DOS File Access Method (DFAM)
consists of a set of library routines that allow
applications to access both DOS and AlX file
systems transparently. The application
program interface contains those functions
available in the UNIX file access method.
However, these functions have been
generalized to allow access to either DOS or
AlX files. The syntax of these routines is
identical to corresponding AiX system calls.
Hence, existing applications can be easily
converted to use DOS file systems.

DFAM uses the concepts of path names and
a current directory to determine the location
of a specified file. If a specified file resides in
the AIX file system, calls are converted to AlX
file system calls. If the files reside in the DOS
file system (either on a DOS diskette, or on a
DOS minidisk created by the coprocessor),
DFAM interprets the DOS directory structure
and retrieves data from the DOS file system.

DFAM resides above the kernel. No changes
were made to the AIX file system access
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method in order to implement DFAM. This
was done to assure portability of existing
applications that use the current UNIX file
systems.

As was mentioned previously, a number of
environment variables have been established
in the AIX environment for use by DOS
emulation functions. DFAM uses these
environment variables to determine the
binding of DOS device names to AIX
directories or system devices, as well as to
aid in the interpretation of file and path names
received by the various library routines.

Automatic conversion of ASCII files is
provided through the use of a DOS
environment variable DOSFORMAT. If a file is
opened explicitly as an ASCII file, each read
or write to that file resuits in the conversion
of the data to either DOS ASCII or AIX ASCII,
depending upon the value of the
DOSFORMAT variable. This conversion deals
primarily with line ending characters

(NL, CR, LF).

DOS file attributes are closely emulated by
the DFAM library routines. The "*hidden” and
“read-only” file attributes are emulated if the
file resides in the AlX file system. This was
done using analagous attributes in the AIX file
system. The “system’, “volume” and
“‘archive” attributes do not directly map to
AIX attributes, and are therefore, not directly
supported.

Some Limitations

Some of the DOS functions have not been

implemented. The current design allows for
the possibility of adding those functions, if

necessary.

DOS file sharing became available in DOS
Release 3.1. This was too late in the RT PC

development cycle to be included in Release
1. File sharing allows concurrent access to
the same file by multiple processes. At file
“open time”, an application specifies whether
or not other processes may have write, read,
or read/write access concurrently.

Coprocessor applications run independent of
applications executing on the native RT PC
processor. No provision has been made for
access concurrency by coprocessor
applications and RT PC applications.

Summary

A high degree of PC DOS compatibility has
been achieved at the user interface level. This
should allow PC DOS users to easily migrate
to the RT PC. The system behaves like a
multi-tasking DOS system from an end user’s
perspective. PC data files move easily into
and out of the RT PC, allowing users
flexibility in their data processing
environment.
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methodology. He is currently an advisory
engineer in the Advanced Microprocessor
Development Function.

Sheldon L. Phelps

Engineering Systems Products, Austin. Texas

Mr. Phelps is a staff engineer in Advanced
Engineering Systems Development with

RT PC System Architecture. His primary work
on RT PC is on the I/O Channel Architecture.
He joined IBM in 1969 at San Jose working
on the System/3 file system. In 1972 he
moved to Rochester, MN Development
Laboratory to work on processor
development for the 3657 Ticket Unit. Mr.
Phelps received his BSME from Los Angeles
State College in 1961 and his MSEE from the
University of California at Santa Barbara in
1969. Prior to working for IBM, he worked for
the Naval Civil Engineering Laboratory at Port
Hueneme, CA.



Mark D. Rogers
Engineering Systems Products, Austin, Texas

Mark Rogers joined IBM in 1982 after
receiving a BA in Computer Science from the
University of Texas at Austin. He is a senior
associate programmer in the Advanced
Engineering Systems Development group. On
the IBM RT PC he has been involved in the
design and implementation of the VRM Virtual
Memory Manager.

Ron Rowland

Engineering Systems Products, Austin, Texas

Mr. Rowland, a staff engineer, received a
BSEE degree from the University of Cincinnati
(1978) and attended graduate classes at the
Electrical Engineering department of the
University of Texas at Austin. Prior to his
present position in memory systems
development for the RT PC, he had worked
on communication controllers for the IBM
5520 Administrative System, memory systems
for the IBM System/36, and memory systems
for the IBM Displaywriter. He has authored
papers on design for testability, gate array
design methodologies, and on various
aspects of memory systems design.

Charles H. Sauer

Engineering Systems Products, Austin, Texas

Dr. Sauer received his BA in mathematics and
PhD in computer sciences from the University
of Texas at Austin in 1970 and 1975,
respectively. He joined IBM at the Thomas J.
Watson Research Center in 1975. From 1977
to 1979 he was an Assistant Professor of
Computer Sciences at the University of Texas
at Austin. In 1979 he returned to the Watson

Research Center and in 1982 transferred to
the IBM Communications Products Division
laboratory in Austin, TX. Currently he is
Manager of System Architecture for the 1BM
RT PC. Dr. Sauer has published three
textbooks, Computer System Performance
Modeling, co-authored by K.M. Chandy,
Simulation of Computer Communication
Systems, co-authored by E.A. MacNair, and
Elements of Practical Performance Modeling,
co-authored by E.A. MacNair. He has
received an IBM Outstanding Innovation
Award for creation and basic design of the
Research Queueing Package (RESQ). Dr.
Sauer is a member of the Association for
Computing Machinery.

Martin S. Schmookler

Engineering Systems Products, Austin, Texas

Dr. Schmookler, who is a member of the
Microprocessor Development group in Austin,
joined IBM in 1956 at the Poughkeepsie, NY
laboratory. There he worked on the designs
of many large systems, including Stretch,
7074, 7094, System/360 Models 91 and 195,
3033, and the 3081. He received a BSEE from
Pennsylvania State University in 1956, an
MSEE from Syracuse University in 1964, and
a PhD from Princeton University in 1969
through the IBM Resident Study Fellowship
program. In 1976, he was a Visiting Associate
Professor in the Computer Sciences
department at the University of Texas at
Austin, where he is currently an adjunct
associate professor. Dr. Schmookler has
received two IBM Invention Achievement
awards, and is a member of Tau Beta Pi, Pi
Mu Epsilon, Eta Kappa Nu, and the Institute
of Electrical and Electronics Engineers.

Ed Seewann
Engineering Systems Products, Austin, Texas

Mr. Seewann joined |BM in Austin in 1969
after receiving an MEE degree from Rice
University. He has had numerous circuit
design responsibilities and his development
work includes circuit designs for the Mag
Card |, Mag Card Il, and System/6. He is
currently an advisory engineer in the
Advanced Microprocessor Development
Function.

Richard O. Simpson

Engineering Systems Products, Austin, Texas

Richard Simpson is a senior programmer in
the Advanced Microprocessor Development
department of IBM’s Engineering Systems
Products group, working on ROMP
architecture. He joined IBM in 1969 and has
worked in several IBM divisions on various
projects, including JES2 and the 5520
Administrative System. He has been involved
with ROMP architecture since 1981. He hoids
BA and MEE degrees from Rice University
and is pursuing studies for a PhD in
Computer Science at the University of Texas
at Austin.

Scott M. Smith
Engineering Systems Products, Austin, Texas

Mr. Smith joined IBM in Austin in 1978
working in test tool development for the
Systems Assurance function and became
manager of test tool development in 1980. In
1983 he transferred to Advanced Engineering
Systems Products Development, where he
has been involved with floating point
accelerators. He received a BSEE from the
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University of Texas at Austin in 1969 and an
MSEE from the University of Maryland-
College Park in 1972. Prior work experience
includes Texas Instruments Incorporated and
the University of Texas Applied Research
Laboratories. Mr. Smith is a member of Tau
Beta Pi, Eta Kappa Nu, and the IEEE
Computer Society.

T.A. Smith
Engineering Systems Products, Austin, Texas

Todd Smith is a staff programmer. He joined
IBM at Austin in 1984. He received a BS in
Mathematics and a BS in Electrical
Engineering from MIT and an MS in Computer
Science from SMU. He is a member of the

RT PC Architecture department and worked
on the design of the Virtual Memory Manager
and other VRM components.

Joe C. St. Ciair

Engineering Systems Products, Austin, Texas

Mr. St. Clair is an advisory engineer in
Display Subsystem Development. He has
pbeen working in the area of display adapter
design since 1980. He joined IBM in 1976
after receiving a MS degree from the
University of Illinois at Urbana-Champaign. In
1971 he received a BSEE degree from the
University of Texas at Austin. He is a member
of IEEE, ACM, Eta Kappa Nu, and Tau Beta
Pi.

Lee Terrell
Engineering Systems Products, Austin, Texas
Lee Terrell is an advisory engineer in the

Advanced Engineering Systems Development
group. He joined IBM in 1974 after receiving a
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BS degree in Electrical Engineering from the
University of Texas at Austin. He was
technical lead programmer in the AIX
Configuration group for the RT PC.

Abraham Torres

Engineering Systems Products, Austin, Texas

Mr. Torres is an advisory engineer working in
the Advanced Microprocessor Design group.
He joined IBM in 1973 after receiving a BS
degree in Electrical Engineering from the
University of Texas at El Paso and has done
graduate work at the University of Texas at
Austin. He worked in MOSFET circuit design
and in the Design Automation group
supporting Austin’s development lab. In 1978,
he joined the ROMP group and worked on the
logic design of ROMP. He also had
responsibility for the ROMP design
methodology and testing.

John D. Upton
Engineering Systems Products, Austin, Texas

Mr. Upton is an advisory engineer in the Full
Function CPU development area of the
Advanced Engineering Systems Development
group. He received his BS in Physics in 1971
and a BS in Electrical Engineering in 1977
from Lamar University. He joined IBM in 1977
at Boulder, CO and moved to Austin in 1980.
He has been involved in the areas of logic
design, simulation, and testing on several
microprocessor-based IBM products. He
joined the RT PC development group as
design team leader for the 6151 system
board. He later assumed design responsibility
for the 6150 system board as well.

Dick Verburg
Engineering Systems Products, Austin, Texas

Mr. Verburg is a staff programmer. He
received bachelor’s degrees in Marketing and
Computer Science from Michigan
Technological University. Mr. Verburg joined
IBM in 1978 and has been involved with
language implementation on the 5280.
Currently he serves as lead programmer for
the dialog manager.

Donald E. Waldecker

Engineering Systems Products, Austin, Texas

Mr. Waldecker is a senior engineer and
manager of Microprocessor Development. He
joined IBM in 1961 in the Federal Systems
Division, Owego, NY and transferred to Austin
in 1978. Since then he has been involved in
the management of ROMP/MMU chip
development and system related application
of these chips. While in Owego, he worked on
development and management of numerous
militarized computers, data links, and
computer system integration activities. Mr.
Waldecker has a BSEE from the University of
Missouri — Rolla, and a MSEE from
Syracuse University. He is a member of Tau
Beta Pi, Eta Kappa Nu, and Phi Kappa Phi.

Frank C.H. Waters
Engineering Systems Products, Austin, Texas

Mr. Waters joined IBM in 1962 after
graduating from Oklahoma State University
with a BS in Physics. He has worked as a
technical writer, programmer, and
programming manager on projects such as
the 7040/7044, OS/360 Release 1,
TERMTEXT, OS/VS1 and VS2, VSAM, 3850



Mass Storage System, 8100 Data Base and
Transaction Management System, and AIX
user interface design. Mr. Waters is currently
an advisory programmer on educational leave
of absence from IBM to pursue graduate
studies in the cognitive and social
psychological aspects of the human use of
computers.

T. G. (Tom) Whiteside

Engineering Systems Products, Austin, Texas

Mr. Whiteside is currently manager of AESD
Memory Management Design, with
responsibility for both the ROMP and MMU
chips. He joined IBM in 1982 and worked on
the ROMP project for about a year. He then
participated in the RT PC product definition
as a member of AESD Hardware Architecture

until his return to the ROMP area in 1984. Mr.

Whiteside received a BS degree in Electrical
Engineering from the University of Texas at
Austin in 1975. Prior to joining IBM, Mr.
Whiteside worked at the Motorola
Government Electronics Division from 1975 to
1981 and the Motorola MOS Division
Microprocessor Design Group from 1981 to
1982.

Kenneth G. Wilcox

Engineering Systems Products, Austin, Texas

Mr. Wilcox joined IBM in 1957 in Owego, NY
where he worked on test and design of
Federal Systems Division computers and
computer systems for projects such as
TITAN, SATURN missiles, and F15 and A7
aircraft. For the past two years he has been
the development engineer for the RT PC
processor card. He graduated from DeVry
Technical Institute in 1954 and has taken
undergraduate courses at the University of
New York and the University of Texas.

C. Edward Williams

Engineering Systems Products, Austin, Texas

Mr. Williams is a staff engineer for IBM. He is
currently a technical member of the team
developing expert system diagnostics for a
personal workstation. Mr. Williams attended
Atlantic Christian College in Wilson, North
Carolina. He was on the 5258 Ink Jet Printer
Development team and the Displaywriter
Diagnostics Development team. He has won
three Informal awards and one IBM Means
Service award.

Peter Y. Woon

Engineering Systems Products, Austin, Texas

Dr. Woon received his BS in Physics from the
University of Toronto, MS in Mathematics
from the University of Waterloo, and PhD in
Computer Science from New York University.
He ioined IBM in 1962 as a programmer in
the New York Programming Center, and has
since worked in research and development
divisions in areas such as languages,
compilers, operating systems, computer
architecture, and advanced software
technology. He was manager of OPD Austin
Architecture, and then manager of Advanced
Microprocessor Software Architecture and
Tools. At present, he is manager of Software
Technology at the IBM Japan Science
Institute in Tokyo. Dr. Woon is a member of
Tau Beta Pi and Eta Kappa Nu.

C. G. (Chuck) Wright

Engineering Systems Products, Austin, Texas

Mr. Wright, an advisory engineer in the
Advanced Microprocessor Development
group in Austin, received a BS degree from
Trinity University in 1974, and an MS in

Electrical Engineering from Texas A & M
University in 1975. For the past several years
he has worked in the microprocessor design
area, mostly in the design of the bus interface
portions of various LS| designs.

George M. Yanker

Engineering Systems Products, Austin, Texas

Mr. Yanker worked as an advisory engineer
on the RT PC, first in the Development
Engineering group and then as manufacturing
engineering’s design-for-robotics coordinator
between development and manufacturing
engineering. He joined IBM in 1964 with a BS
degree in Mechanical Engineering from the
University of Arkansas and received an MS
degree in Engineering Mechanics from the
University of Kentucky in 1968. His past
assignments were in the development and
design of Austin’s Mag Card |, Mag Card I,
Office System 6, and Displaywriter. He
received an Outstanding Contribution Award
in 1973 for design work on the Mag Card I
and he received an IBM Invention
Achievement Award in 1985.
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